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Abstract
Start with a piece of algebra, not a promise about convergence. When a network

fW(a) = f3(W · f1(a)) trains only its middle layer W, the matrix governing how fast
gradient descent moves each data point’s error factors exactly as R = (GTG)⊙ (XTX),
a Hadamard product of a Gram matrix of downstream sensitivities G with the Gram
matrix of the data representations X. This is proved outright, and it is the lens through
which we read everything else: it splits “is the activation still responding?” from “are the
data points distinguishable?” — two factors the empirical NTK conflates into a single
matrix. That split produces a story with four regimes that open and close like faucets
rather than switching on and off. Wide (M ≥ D): X has full rank, and each point
d’s squared error has a self-decay component at rate αd = ∥gd∥2, but the off-diagonal
coupling

∑︁
j ̸=d Rdjej can cause individual errors to increase even when αd > 0. The

diagonal rate αd governs the expected rate under isotropic residuals and dominates when
coupling is small; whether it persists over many iterations is Conjecture C2, backed by
simulation. Overparameterized (MM ′ ≥ D): it is R, not X, that needs full rank,
and with random f1, f3 we prove gradient descent avoids the rank-deficient parameter set
with probability one, an analyticity argument that costs us nothing more than knowing
that bad set has measure zero. Under a conditional coupling hypothesis (with candidate
width scales; the coupling constant’s derivation from the random-network model is a
separate proof obligation) the collective gradient-flow error decays at rate at least αmin/2.
Underparameterized (MM ′ < D): k = D − Rank(R) dimensions of “ghost” error
simply do not move under a fixed R, which given the rank constraint is the best that
can be done. Insensitive activations: push αd to zero and the same rank deficit k̂ =
D − Rank(X) that was harmless turns training NP-complete, for which we supply a

matching DO(M ′k̂2) dynamic-programming algorithm. We are careful about what rank-
based reasoning does not buy: a small, realizable counterexample shows that positive
sensitivity αd and full rank of R at every finite iterate are not enough to guarantee a good
minimum—gradient descent can still converge to a strict, nonzero-loss local minimum
with both conditions holding throughout. Rank preservation closes off one failure mode,
not all of them, and it says nothing about how small λ+

min gets along the way. So the

sensitivity αd, the rank deficit k of R, and the rank deficit k̂ of X are faucets, each
interpolating smoothly between fast convergence and NP-hardness—and the Hadamard
structure R = (GTG)⊙ (XTX) is the plumbing that lets us see, turn, and reason about
each one separately.
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1 Introduction

Gradient descent on a highly non-convex neural-network error landscape sometimes drives
the training error to zero in a hurry, and sometimes it does not. A trillion-parameter network
cannot afford more than a logarithmic number of iterations per example, so we would like to
know, for a given data point, when its error is about to shrink quickly, when it will stall, and
when the whole training problem is simply computationally hard. This paper follows a single
piece of algebra as far as it will go, flagging throughout which resulting claims are theorems,
which are theorems with side conditions, and which are conjectures we believe only because
simulation agrees with them.

The Model: We consider any network of the form

fW(a) = f3
(︁
W · f1(a)

)︁
, W ∈ RM ′×M ,

where f1 and f3 are arbitrary, sufficiently complex pre- and post-processing networks (at least
one fully connected layer plus a nonlinear piecewise-analytic activation) and only the middle
layer W is trained. f1 and f3 may be pre-learned or random; our results need only properties
that hold with probability one when their parameters are random. Training a single layer is
narrower than training every parameter θ, but the narrowness is what lets us open the rate
matrix up and see what is inside it.

Contributions. We label each result honestly as proved, proved conditionally, or conjec-
tured.
1. Hadamard structure (Proved). The matrix governing how gradient descent moves

the error vector e is exactly R = (GTG) ⊙ (XTX), the Hadamard product of the Gram
matrix of downstream sensitivities G and the Gram matrix of data representations X.
This is not an approximation; it is what the chain rule gives you when only W is trained,
and it is the structural fact the rest of the paper builds on.

2. Per-point rate (Diagonal component proved; coupling can dominate). The exact
gradient-flow derivative of point d’s squared error is Ėd = −4αdEd − 4ed

∑︁
j ̸=dRdjej . The

self-decay term has rate αd = ∥gd∥2, the sensitivity of f3 at d’s current pre-activation
zd. However, the off-diagonal coupling term can cause Ed to increase even when αd > 0:

for example, R =
(︂

1 1/2
1/2 1

)︂
, e = (1,−3)T gives ė1 = 1 > 0 despite α1 = 1. The

rate αd governs the expected single-step change under isotropic residual assumptions,
and dominates when the managed-noise coupling hypothesis holds. Whether αd keeps
governing the decay over many iterations is Conjecture C2.

3. Rank preservation / topology (Proved). Although Ding et al. [2022] prove that
suboptimal local minima exist, gradient descent avoids the parameters that would trap it
at one. The bad set B := {θ : Rank(R(θ)) < min(MM ′, D)} is a measure-zero analytic
subvariety, so with random f1, f3 gradient descent avoids it with probability one, at any
θ along its path — not just at initialization. The complement BOur := {θ : Rank(R(θ)) =
min(MM ′, D)} is where the non-ghost error is guaranteed to keep moving.

4. Fixed-R spectral analysis (Proved for fixed R). Freezing R, its eigendecomposition
splits the error into channels E∥i each decaying at its own rate λi; point d’s error is a
mixture edt =

∑︁
i(1 − 2ηλi)

tvdie∥i0 of these channels, drifting from αd down toward the

slowest surviving channel λ+
min. As W actually evolves, R evolves too; whether λ+

min stays
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bounded away from zero along the whole trajectory, not just at each frozen instant, is
open.

5. Managed noise (Conditional gradient-flow lemma). Splitting point d’s gradient-
flow update into a signal αded (the diagonal of R) and noise ξd (the off-diagonals), we
prove that under constant sensitivities and a coupling hypothesis |ξd| ≤

√
ραd S holding

throughout the interval, the collective error decays at rate at least αmin/2, with a pointwise
upper envelope bounding each point’s error (not an exact rate). The scales D/M and
D/(MM ′) are candidate values for the coupling constant ρ; deriving ρ rigorously from the
random-network model — including at initialization — is a separate proof obligation.

6. Counterexample (Proved). Rank-based arguments have limits, and we prove it: a
small, fully realizable network on which gradient descent converges to a strict, nonzero-
loss local minimum even though αd stays positive and R has full rank at every finite iterate
along the way. Positive sensitivity and instantaneous full rank are not, alone, a certificate
of success.

7. NP-completeness and XP algorithm (Proved). At the opposite extreme, Blum
and Rivest [1992]’s classical reduction shows training is NP-complete in general. Letting

k̂ = D−Rank(X) be the data representation’s rank deficit, we prove a 2Ω(k̂) lower bound

(assuming the Exponential Time Hypothesis) and give a matching DO(M ′k̂2) dynamic-
programming algorithm for minW maxd Ed — polynomial for every fixed k̂ and M ′ (class
XP).

8. Engineering bound (Proved). For readers who cannot wait for asymptotics, once the
gradient norm is small, each point’s error is explicitly bounded in terms of the pseudoin-
verse R+, recovering the familiar O(α−1

d log(E0/ϵ))-style guarantee as a special case.

Our new method includes:
• Finite-Width Rate Matrix: The empirical NTK is the finite-width parameter-
gradient Gram matrix JJT where J is the Jacobian. When training only one layer
W, our rate matrix R = (GTG) ⊙ (XTX) is the restriction of this kernel to the W-
block, factored into data geometry (XTX) and activation sensitivity (GTG). Kernel
constancy is an additional property used in NTK/lazy analyses, not part of the def-
inition; our R is exact at finite width but evolves as W changes. The Hadamard
factorization lets us analyze each factor separately.

• Multiple Levels: f1 and f3 may be any sufficiently complex pre- and post-processing
networks, including structures fancier than the two-layer or ReLU-only networks most
prior results are restricted to.

• Activations: Our spectral results apply to any nonlinear activation. The rank-
preservation topology argument applies to smooth analytic activations (sigmoid, tanh,
swish, softplus); extending to ReLU requires separate piecewise-linear treatment (see
footnote in Section 7).

• Local Sensitivity: Gradient descent can stall wherever the activation’s slope is near
zero. We isolate this quantity as αd = ∥∇zf3(zd)∥2: our convergence results need it
large, and our NP-completeness result needs it to vanish.

Relation to prior work. The Neural Tangent Kernel of Jacot et al. [2018] uses the full
parameter-gradient Gram matrix and needs it to stay near-constant, typically at massive
width; our rate matrix R is the restriction of the empirical NTK to one trained layer, and
the Hadamard factorization into data geometry and activation sensitivity is new to this line
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of work. Nguyen and Hein [2017] prove that in sufficiently wide, generic networks almost
every critical point is a global minimum; we prove gradient descent preserves full rank of
R with probability one (closing one failure mode), and relax the width requirement from
M ≥ D to MM ′ ≥ D. Nguyen [2021] avoids eigendecomposing the kernel, using polyhedral
algebraic methods specific to ReLU’s piecewise-linear structure to get tight finite width; we
instead allow any piecewise-analytic activation, at the cost of a spectral picture that is not
yet fully understood over long trajectories. Ding et al. [2022]’s existence proof for suboptimal
local minima is exactly the trap our topology result (Item 3) shows gradient descent avoids
with probability one — our counterexample (Item 6) shows this avoidance argument cannot
be pushed further than we push it, since positive sensitivity and finite-time full rank alone
do not rule out convergence to a bad minimum. Chizat et al. [2019] identifies a spectrum
between “lazy” (NTK-like) training and genuine feature learning; our regime sits in between,
since Rt evolves with Wt (unlike lazy training) while f1 and f3 stay fixed (unlike full feature
learning).

Reading guide. Part I trains all of θ and proves gradient descent avoids suboptimal local
minima. Part II fixes f1, f3, trains only W, and gives the per-point rates, spectral analy-
sis, and managed-noise bound (Items 1–2, 4–5), together with the counterexample (Item 6)
marking the boundary of what rank arguments alone can show. Part III covers the NP-
completeness and XP results (Item 7); the engineering bound (Item 8) sits alongside the
topology result it quantifies. Throughout, we flag conjectures and conditional results where
they arise rather than only in a summary table, so a reader can see exactly which width and
randomness assumptions each claim depends on.

2 Notation

Entity Individual Collection Dims
(2nd col)

3rd

Model of Network: fW(a) := f3(W·f1(a))
• General, except that it must in-
clude at least one fully connected
layer of trainable weights W.
• There may be other struc-
tures of any kind, but our results
do not consider training these
weights.
• any activation function that
is differentiable except at finitely
many points
(ReLU, sigmoid, . . .)
• D data points & M width

Raw Data Input ad d∈ [Data Point]=[D] (RN )D

Early Layers of NN f1 :RN →RM (fixed/arbitrary)

Post-f1 Representation xd :=f1(ad) with features m X (RM )D
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Weights wMM ′ W (R)M ′×M

Pre-f3 Representation zd :=Wxd with features m′ Z (RM ′
)D

Later Layers of NN f3 :RM ′ →R (fixed/arbitrary)

Network Output fW(ad) :=f3(zd) (R)
Target y∗d (R)

Point-wise error:

Pre-squared ed :=fW(ad)−y∗d e (R)D
Squared Ed :=(fW(ad)−y∗d)

2 E :=
∑︁

d Ed (R)
Non-Ghost Êd of fraction Pdd

Rate rd∈{λ+
min, αcoll, αd} such that E[Ed(t+1)]=(1−2ηrd)

2 E[Edt]
Target error size ϵ

Iteration Added index t∈ [T ] Initial values indexed with 0.

About f3
Gradients gd :=∇zf3(zd) :=∇zed G (RM ′

)D

Sensitivity/Slope αd :=∥gd∥2 ᾱ :=Avgαd (R)
Collective αcoll :=

∑︁
d α2

d Ed∑︁
d αd Ed ≥αmin

1

Rate Matrix rdd′ :=(gT
d gd′) (x

T
d xd′) R RD×D

et=
∏︁

t

(︁
I−2ηRt

)︁
e0 edt=

∑︁
i(1−2ηλi)

t vdi e∥i0 T ≤O(λ+
min

−1
log(E0/ϵ))

Channel i i∈ [D] [D]

Eigenvectors vdi V (R)D×D

Eigenvalues λi λ+
min := smallest non-zero Λ (R)D

Ghost channel i′ λi′ =0 i′ ∈ [D′+1,..., D]

Spectral Error e∥i :=vT
i e the component of the error in the vi direction. (R)

Squared E∥i :=e2∥i E=
∑︁

i E∥i (R)
Channel Independence E[e2∥i]=σ2 & E[e∥i e∥j ]=0 for i ̸=j

Non-ghost error Êd :=
(︁∑︁D′

i=1 e∥i vdi
)︁2

(point-wise)

Fraction non-ghost Pdd=
∑︁D′

i=1 v
2
di

Signal vs Noise αded vs ξd :=
∑︁

d′ ̸=d rdd′ ed′

R Rank D′

Rank Deficit k :=D−D′

GD step size η>0 (small)

Bad set B :={Rank(R)<D′}
About X xmd m∈ [feature]=[M ] X (R)M×D

Rank D̂ :=Rank(X) (R)
Rank Deficit k̂ :=D−D̂ (R)
Eigenvector of XTX v̂i V̂ (RD)Dˆ︁V≈ 1√

DH Randomly rotated eigenvectors v̂di≈± 1√
D

Eigenvalue λ̂i (R)D
Threshold Constant ρ := D

MM ′

1αmin :=mind αd, emax :=maxd |ed|, and so on.
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Kronecker Delta δij :=
{︁

1 if i=j
0 else

δijk :=
{︁

1 if i=j=k
0 else

(R)

3 Our Table of Results

Sensitive Activations (Real) Insensitive (Boolean)

Activation Functions:
• Sigmoid, ReLU, Tanh,
Swish, Softplus

Wide:
• The activations are wide
enough that practitioners keep
each activation value z within its
middle range.

Narrow:
• The network has many sig-
moids that are so narrow that
they are effectively Boolean
thresholds.

Slope/Sensitivity: Steep:
• This assures us that the
readout f3 responds strongly to
changes in its input, measured by
αd=∥∇zf3(zd)∥2 being bounded
away from zero.

Flat:
• Output changes abruptly with
flat regions (αd≈0) in between.

Computational
Complexity:

Linear Programming:
• Linear relaxation allowing real-
valued solutions which is typi-
cally polynomial-time.

Integer Programming:
• Discrete/Boolean problems
may admit dynamic program-
ming solutions but are generally
NP-complete.

Landscape:
• Partition weight space
W≥α={W | ∀d, αd≥α}

Flow to the Bottom:
• Although suboptimal local
minima exist, gradient descent
avoids them—decaying the non-
ghost error to zero (Theorem 1)

Local Minimum:
• W<α can harbor exponen-
tially many local minima that
make optimization hard. (The-
orem 4.2)

Spectral Results:
• Errors decay with
et=

∏︁
t

(︁
I−2ηRt

)︁
e0

R=(GTG)⊙(XTX)
into channels with rates λi

• Channels with λi=0 are
called ghost and do not de-
cay under the current R.

Point-wise Error:
• At iteration t, the non-squared
error ed=fW(ad)−y∗d has decayed
to edt=

∑︁
i(1−2ηλi)

t vdi e∥i0.

• Rate rd∈ [λ+
min, αd].

• O(λ+
min

−1
log(E0/ϵ)) iterations.

• Confirmed with simulations.
(Section 11 & 12)

GD Stalls:
•When αd≈0, the per-point rate
vanishes and descent stalls
(Section 17.2).

Random: Results require
randomness in the input to
gradient descent.

Random f1 & xd

Random f3 & gd
• Hence, random rate matrix
R=(GTG)⊙(XTX)
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Random Walks:
• Signal αded steady
• Noise ξd has random sign;
should grow with

√
T .

• t dependence handled.

Fails:
• Ghost gives sign(ξd)≈sign(ed).
(Section 15)

A Mix: Partition Data Points:
• Active: Reasonable sensitivity αd≥αA

• Frozen: Flat sensitivity αd≤αF

• Don’t interact if αF ≪αA

• Theorem 3.7.2

Results sorted by:
• M&M ′ are network widths
• MM ′ is the number of trainable parameters in the weights matrix W∈RM ′×M .
• D is the number of data points.

Prior: (Du et al. & Allen-
Zhu et al.)
• M≥D6

Convergence rates similar to ours

Coherent Regime:
• M≥Ω(D2)

Random f1 & Arbitrary f3:
• Negligible Noise: rd=αd

Wide Network:
• M≥Ω(D)
• The network’s width ex-
ceeds the number of data
points.

Random f1 & Random f3:
• Negligible Noise: rd=αd

Random f1 & Arbitrary f3:
• Managed (conditional flow):
γ≥αmin/2
• Under constant sensitivities
and interval-wide coupling, the
collective error decays at rate ≥
αmin/2 (flow). Each point’s error
satisfies an upper envelope (not
an exact rate).
Theorem 3.3 & 3.4

Independent Control:
• Linear independence gives the
data points independent control
so that each can reach their tar-
get.
• The error landscape does not
contain nonzero local minima.
• Solvable via linear algebraic
systems.
• Theorem 4.1

Small Rank Deficit
• M=D−k̂

Random f1 & Linear f3:
• k̂ ghost spectral errors λi = 0
that never decay.

Algorithmic Bridge (XP):

• 2Ω(k̂) vs DO(M ′k̂2) time
for finding minW maxd Ed

• Complexity minW
∑︁

d Ed open.
• Theorem 4.3 & 4.4
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Overparameterized:
• MM ′≥Ω(D)
• The total number of
trainable parameters ex-
ceeds the number of data
points.

Random f1 & Random f3:
• Conditional collective flow de-
cay (upper envelope)
• No ghost errors

Conflict:
• Linear dependence between the
data points causes conflict and
nonzero local minima.
NP-Complete:
•We adjust Blum and Rivest’s 3-
SAT NP-Complete reduction to
fit into our framework.
• Theorem 4.2

Underparameterized
• Rank(R)=MM ′=D−k

Random f1 & Random f3:
• k ghost spectral errors λi = 0
that never decay.

Redundant Width:
• M>D̂

No Help for Training Loss: A
common intuition suggests that
widths M > D give “Basin Ex-
pansion,” increasing the “num-
ber of paths” to the global min-
imum. We show that the ad-
ditional weights W⊥ are frozen:
the training loss trajectory is
identical to theM=D̂ case. (Ex-
tra width may still help general-
ization.)
• Section 17.5

More Likely Data Indepen-
dence: Extra width increases
the likelihood that the data rep-
resentations are linearly indepen-
dent. Once this is achieved, extra
width does not change the train-
ing loss trajectory.

Exponential Density
• D=2o(M)

Near-Orthogonal Stability:
• Within low M dimensional
space, the network can have
an exponential number of
learned/random near-orthogonal
feature vectors ϕj ∈RM , as long
as each data point representation
xd ∈RM is a linear combination
of only a few of them.

4 The Model/Architecture of Our Network

Finding new neural network architectures has been hugely fruitful. Our model considers any
network that includes at least one fully connected layer of trainable weights W. See Figure 1.

General Model: We include the classic model consisting of multiple layers of alternations
between fully connected weights and an activation function. We consider any piecewise-
analytic activation function (ReLU, sigmoid, tanh, swish, softplus). We also include much
fancier structures like transformers. The only restriction is that our network needs to contain
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Figure 1: Architecture fW(a)=f3(W·f1(a))

at least one fully connected layer W∈RM ′×M .

Three Layer Decomposition: Our network architecture is of the form fW(ad)=f3(Wf1(ad)).
Here f1 denotes all layers before the trained weights W and f3 all layers after. Note that
when modeling the standard alternating-layer network, this assumes f1 ends in a non-linear
activation function and f3 begins with one.

More detail: A fixed feature map f1 produces data representations xd = f1(ad) ∈ RM , a
weight matrix W∈RM ′×M maps these to pre-activations zd=Wxd, and a differentiable fixed
readout f3 produces the network output. The total squared error is E=

∑︁D
d=1(f3(zd)−y∗d)

2.

A Limit on Learning: Part I, which proves that gradient descent decays the non-ghost
error to zero, trains on all of the network. In contrast, Part II, which bounds decay rates,
trains on only one layer W at a time so that the rate matrix R is easier to define. Training
other structures (eg transforms) is beyond the scope of the paper. See Section 17.1 for where
this regime sits between lazy training and feature learning.

One Layer of Weights at a Time: Our per-point convergence analysis (Part II) considers
one fully connected layer Wℓ at a time. This is the harder case—the network succeeds with
less freedom. Note that fixing f1 and f3 does not fix Rt: changing Wt changes zd=Wtxd

and hence the gradients gd=∇zf3(zd) through f3’s nonlinearity. Only for linear f3 is R truly
constant. The effect of updating all the layers simultaneously by linearity of the gradient is
dE
dt =

∑︁
ℓ

∂E
∂Wℓ

dWℓ
dt , where each summand is our single-layer result applied to Wℓ.

2 Training
all parameters does not automatically inherit the single-layer convergence theorem: the Rℓ

matrices from different layers interact across iterations. Extending to simultaneous multi-
layer training is an open problem (Section 22).

Pre-Processing: The purpose of the xd = f1(ad) ∈ RM stage is to extract M interesting
linearly independent features from the input. This stage could represent a pre-trained, frozen
backbone or transfer-learning pipeline. Our analysis begins at xd.

Requirements:
• Convergence Results:

– Sufficiently Complex: For our positive results, we require f1 and f3 to contain at
least one fully connected layer and non-linear piecewise-analytic activation functions.

2Over multiple iterations these changes in the layers interact. In fact, Section 12 considers decomposing
the ghost error by changing R by changing f1 and f3.
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For example, f1 could map an input consisting of a single real number ad to one layer
of activations followed by a fully connected layer of weights (e.g., W′∈RM×M ).

– Random and Fixed: We fix f1 and f3 and assume they have properties that occur
with probability one when chosen randomly.

– f3 Sufficiently Sensitive: We need that it responds sensitively to changes in its
input, measured by αd = ∥∇zf3(zd)∥2. We do not perform this analysis ourselves
because the sensitivity of f3 is already well-studied.

– Parameterization Regimes: The trainable layer W∈RM ′×M has MM ′ parameters
and the number of data points is D.
∗ Wide Network: M≥D
Needed for making the data representation xd linearly independent.

∗ Overparameterized Network: MM ′≥D
Needed for the rate matrix R∈RD×D to have rank D.

∗ Underparameterized Network: MM ′<D.
This implies k=D−Rank(R)=D−MM ′ ghost errors.

∗ (Theorem 3.6)
• NP Complete Results:

– f3 is Neither Random nor Complex: f1 is the identity mapping and f3 is the
threshold of a big AND.

– f3 Flat: The gradient of f3 is effectively αd=0 because the activation functions are
so narrow that they look like Boolean thresholds.

– Not Wide: M= 1
3D. Rank deficits k̂=D−Rank(X)=D− 1

3D.

5 Related Work

The Introduction above covers our relation to the five most relevant families of prior work.
This section adds comparison details.

Landscape and local minima: For a completely linear network, the effective map is
Weff = WL · · ·W1x, but optimization over the individual factors is a degree-2L polynomial
and is nonconvex. Kawaguchi [2016] proves that such networks have no suboptimal local
minima; that argument uses the special algebra of linear maps.
A different landscape result, proved by Nguyen and Hein [2017], says that for wide networks
(M ≥ D) with analytic activations, almost every critical point is a global minimum, subject to
a nondegeneracy condition. This condition can be stated either for the current representation
X∗ ∈ RM×D or for the HessianH(θ) := ∇2

θE(θ). 3 For deep networks with at least two hidden
layers, Ding et al. [2022] shows that suboptimal local minima nevertheless exist for every
width under the stated smoothness assumptions. Thus “almost every” cannot in general be
replaced by “every.” Our topology result complements these existence results by showing
that gradient descent avoids the bad analytic set under randomness assumptions, while our
width requirement can be MM ′ ≥ D rather than M ≥ D.

Comparison set and architecture: For finite-width convergence comparisons, we retain
Jacot et al. [2018] (and Chizat and Bach [2018]), Du et al. [2019], Allen-Zhu et al. [2019],

3Nguyen and Hein [2018] extended the landscape analysis to convolutional architectures. Jiang [2019]
proposed a “Canonical Space” in which optimization becomes convex, but its Fourier approximation can
require width exponential in the input dimension.
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Arora et al. [2019], Nguyen [2021], and this work. Chizat and Bach [2018] analyzes the
same infinite-width regime as Jacot et al. [2018] from an optimal-transport perspective and
proves global convergence. These papers alternate fully connected weights and activations.
The NTK works with arbitrary depth in its limiting formulation; the finite-width results
range from two levels to depth L. ReLU-specific analyses exploit piecewise linearity, whereas
our comparison allows differentiable activations except at finitely many points and tracks a
learned middle layer. The table below records the resulting width, depth, activation, and
error-resolution differences.

NTK comparison: The NTK of Jacot et al. [2018] fixes a feature map ϕ(xd) ∈ RM and
forms Kdd′ = ϕ(xd)

Tϕ(xd′). As width grows, training is approximated by a linear model
under this fixed kernel. In contrast, for the layer trained here the exact finite-width rate
matrix is

R = (GTG)⊙ (XTX) ∈ RD×D,

so the data Gram matrix and downstream sensitivities remain separate.
The NTK analyses bound total error using the smallest kernel eigenvalue, for example
E(t) ≤ (1− ηλmin)

tE0, which gives O(λ−1
min log(E0/ϵ)) iterations. Jacot et al. [2019] further re-

lates limiting-NTK eigenvalues to Hessian eigenvalues and hence to steep and flat directions.
Spectral analysis decomposes K = VΛVT and the error into channels E∥i = (vT

i e)
2; Jacot

et al. [2018] and the finite-width analyses track these channels to different extents.
Nguyen [2021] avoids eigendecomposing the kernel: it lower-bounds µ+

min(K) using σmin(FL−1)
and uses ReLU Lipschitz bounds to control drift. Our corresponding comparison separates
per-point signal αd = ∥∇zf3(zd)∥2 from the off-diagonal noise in R. When the relevant
width condition makes that noise satisfies the coupling hypothesis, a conditional gradient-
flow comparison gives collective decay and a per-point upper envelope, without replacing the
finite-width matrix by a single kernel number.

Ghost channels and width: A spectral channel with λi = 0 is a ghost channel: under
fixed R its error does not decay. For random f1 and f3 we prove

Rank(R) = D′ = min(D,MM ′) with high probability

(Theorem 3.6.3). Thus the relevant threshold is the number MM ′ of trainable middle-layer
parameters, not merely the feature width M . If MM ′ < D, at most MM ′ channels are
non-ghost and D − Rank(R) channels remain unresolved in the fixed-matrix analysis; the
non-ghost channels can decay faster because fewer channels share the total rate budget. If
MM ′ ≥ D, the rank obstruction disappears under the stated randomness conditions.

Table of Results: The following comparison lists the principal finite-width convergence
guarantees. Unless otherwise stated, geometric convergence means O(log(1/ϵ)) iterations.
Here D is the number of training points (called n in most papers).

L M Act. Res. Comment

Jacot et al.
[2018]

L →∞ any E∥i Foundational infinite-width NTK result.

Continued on next page
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Table continued from previous page

L M Act. Res. Comment

Du et al.
[2019]

2 D6/λ4
min ReLU E First finite-width NTK result for ReLU; controls kernel

drift.

Allen-Zhu et
al. [2019]

L DΩ(1) ReLU E Extends the comparison to L layers; T =
DΩ(1) log(1/ϵ).

Arora et al.
[2019]

2 D8/(λ4
minϵ

4) ReLU E∥i Gives per-λi(H
∞) channel guarantees.

Nguyen [2021] L D to D3 ReLU E Finite-width rate bound without eigendecomposition;
uses ReLU geometry.

This work L Ω(D) any E∥i or Ed Finite-width R, per-αd rates, and explicit ghost chan-
nels.

Adjacent frameworks: Mei et al. [2018] gives a mean-field, infinite-width PDE description
of feature learning in two-layer networks. It is complementary to the finite-width rate-matrix
analysis here. The lazy-to-feature-learning terminology of Chizat et al. [2019] is also useful:
our fixed-f1, f3 setting is not fully lazy because Rt changes, but is not full feature learning
because those two maps are fixed. Part I trains all parameters, whereas Part II trains only
W and supplies the rate analysis; the intermediate regime is discussed in Section 17.1.
Extra width and landscape geometry are related but distinct questions. Venturi et al. [2018]
studied spurious valleys and Freeman & Bruna [2017] level-set connectivity at large width; Ji
and Telgarsky [2019] observed confinement to the span of the training data. Generalization
and implicit bias are outside the present comparison, but relevant context includes the em-
pirical study of Zhang et al. [2017] and the max-margin result of Soudry et al. [2018]. Once
X is fixed, our redundant-row result says that a component of W orthogonal to the feature
span has zero gradient; extra width beyond Rank(X) therefore does not change the training
loss trajectory (though it may affect generalization).

Hardness of training: Blum and Rivest [1992] proved NP-completeness for training even
a small network, and Auer et al. [1996] showed that a single-neuron loss surface can have ex-
ponentially many local minima. More recent parameterized results include W [1]-hardness for
ReLU training with respect to input dimension (Khalife and Basu [2022]) and fixed-dimension
intractability (Froese and Hertrich [2022]). These results concern worst-case training, whereas

our rank-deficit analysis sets k̂ = D − Rank(X) and proves a 2Ω(k̂) lower bound assuming

ETH, together with a DO(M ′k̂2) dynamic program for minW maxd Ed. This is polynomial for
fixed k̂ and M ′ (XP); the corresponding sum-of-errors complexity remains open.
The reading guide is Part I for all-layer landscape analysis, Part II for rates and managed
noise, and Part III for the NP-completeness and XP results.

Part I

Suboptimal Local Minima Exist

12



but Are Avoided

We will now summarize and contrast our error landscape results with the previous work.
After this, we will formally state and prove our theorem on this topic.
We now formally state our error landscape result. The Introduction above summarizes this
part’s context; we proceed directly to the theorem.

Losing Randomness: Random
⟨︁
f1∗,W∗,f3∗

⟩︁
ensures that both the data representation X

and the rate matrix R have full rank with probability one (Theorem 3.6.1 & 3). Initially all
three are random. If gradient descent keeps f1 and f3 fixed then they stay random. This
keeps Rank(X)=D. However, as gradient descent evolves the weights from W0 to W∗, W∗
is no longer random. We therefore cannot appeal to a generic-position argument and need
the more careful analysis below.

Practical motivation for the engineering bound: If f3 is a sigmoid, then even as its
input z →∞, the gradient never fully vanishes. The bound below guarantees that a small
gradient implies small error.

Theorem 1 (No Suboptimal Local Minima Reached).
Suppose:
• Sufficiently Complex: The pre- and post-processing networks f1 and f3 need to include
at least one fully connected layer of weights and non-linear piecewise-analytic activation
functions.

• Initially Random: Initialize
⟨︁
f1,0,W0,f3,0

⟩︁
randomly.

• Fix or Train: Gradient descent can fix f1 and f3 and train on only W
or it can train on all three.

• Steep: The sensitivity of f3 at each data point d’s pre-activation value zdt at iteration t
needs to remain bounded: ∀dt αdt :=∥∇zf3(zdt)∥2≥αmin>0.

It follows that:
1. No Suboptimal Local Minima (M≥D):

If f1 is fixed randomly, then Rank(X)=D w.p.1. (Theorem 3.6.1)
As such, any critical point (∇WE=0)4 is optimal (E=0).
(This is Nguyen and Hein [2017]’s trivial case and reproved here).

2. Rank Preservation (MM ′≥D): As gradient descent proceeds, Rank(Rt)=D for all
finite iterations t with probability one.5 This prevents one failure mode (entering the
degenerate set B), but rank preservation alone does not guarantee convergence to zero
error.6

3. Rank Preservation (MM ′<D): As gradient descent proceeds, Rank(Rt)=MM ′ for
all finite iterations t with probability one. The k :=D−MM ′-dimensional ghost error
lies in Rt’s null space and does not move under a fixed Rt. Non-ghost error decay

4 For Ding to consider it critical, he would also need ∇f1E=0 and ∇f3E=0. Having a smaller critical set
only makes our result stronger.

5As gradient descent evolves, the rate matrix Rt may pass near or converge to a R∗ of reduced rank,
making the error decay rate slow.

6The boundary example in Section 9 exhibits full rank and positive αd at every finite iterate, yet GD
converges to a nonzero-loss minimum. A convergence guarantee requires additionally that λ+

min(Rt) stays
bounded away from zero along the whole trajectory, which is open.
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requires λ+
min(Rt) to stay positive along the trajectory (see footnote 6).7

4. Engineering Bound: More specifically, if ∥∇WE∥≤ϵ,8

then ∀d, |eng,d|≤ ϵ
2

√︁
(R+)dd=

ϵ
2

√︂∑︁D′

i=1 v
2
di/λi≈ ϵ

2

√︂
Avgi≤D′1/λi.

9

Remark 1 (Hardness). At the other extreme, Blum and Rivest [1992] prove that training
neural networks is NP-complete. This is consistent with an exponential number of suboptimal
local minima (traps). Their reduction operates precisely where our conditions fail: M = 1

3D;
the last layer f3 has neither the complexity nor randomness needed; the data representation
X has rank D−k̂; and the gradient is effectively αd=0 because the activation functions are
so narrow that they look like Boolean thresholds. See Theorem 4.

6 Wide Networks (M≥D)

This section restates and reproves Nguyen and Hein [2017]’s trivial case.

Theorem 1.1) (No Suboptimal Local Minima (M≥D)).
If f1 is fixed randomly, then Rank(X)=D w.p.1. (Theorem 3.6.1)
Any critical point (∇WE=0) is optimal with Ed=0 for every point for which αd>0.
(This is Nguyen and Hein [2017]’s trivial case and reproven here).

Proof. Let W be a critical point, meaning the gradient ∇WE vanishes. We prove that this
implies the error is zero. See Figure 1.

Step 0: Fix a target training point d: We prove that the neural network gives the right
answer fW(ad)=y∗d with zero error by constructing a weight change ∆Wd that moves exactly
the one output fW(ad) while keeping all other outputs fixed.

Step 1: Isolate the Feature: Since the feature vectors xd are linearly independent, there
exists a dual vector ud∈RM such that:

uT
d xd=1 and uT

d xd′ =0 (for d′ ̸= d)

(i.e., XTud=1d.) This vector ud acts as a filter that “picks out” only the dth training point.

Step 2: Align with the Gradient: Let gd=∇zf3(zd)∈RM ′
be the gradient of the final

layer. Since αd = ∥gd∥2 > 0 by hypothesis, gd ̸= 0. We define our weight update matrix
∆Wd=gdu

T
d ∈RM ′×M . When we apply this specific change ∆Wd:

• Target point d: Pre-activation change ∂zd=(∆Wd)xd=gd(u
T
d xd)=gd(1).

The output change is ∇zf3(zd)·∂zd=gd ·gd=∥gd∥2=αd>0.

7 Even if f1 and f3 are fixed, different initializations of W0 give different network outputs and hence
different initial error ed := fW(ad)−y∗d . Different W0 have different initial R0 with different null spaces and
hence different decomposition of this error into ghost and non-ghost. Also when Rt varies (which will occur
differently along different gradient descent paths), the ghost subspace rotates: at each step, the non-ghost
component under the current Rt decays. If Rt keeps changing, different amounts of the total error may
eventually decay. (see Section 17.6)

8 The gradient ∇WE = 2JT e automatically ignores ghost error: JT eghost = 0 since ∥JT eghost∥2 =
eT
ghostReghost=0. So “non-ghost gradient” is redundant—the gradient is already non-ghost.

9 R+ is the “pseudo-inverse” of R, as it follows the eigenvector definition of inverse excluding the zero

eigenvalues. When k = 0, R+ = R−1. Worst-case: (R+)dd ≤ 1/λ+
min. Budget:

∑︁
d(R

+)dd =
∑︁D′

i=1 1/λi.
Delocalized: (R+)dd≈Avgi≤D′1/λi. See Theorem 3.6.8′ for bounds on the eigenvalues of R.
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• Other points d′: uT
d xd′ =0, so ∂zd′ =0. The output change is exactly 0.

Step 3: The Directional Derivative: Consider moving the weights in this direction by
a scalar amount r. The new weights are W′=W+r∆Wd. Since W is a critical point, the
derivative of the error in any direction must be zero, and hence:

∂E
∂r

⃓⃓⃓⃓
r=0

=∇WE ·∆Wd=0

Step 4: Calculating the Change in Error: We compute this derivative explicitly by
summing over all training points d′: (By Step 2, ∂zd′ =0 for every d′ ̸= d, so every term but
d′=d vanishes below; the surviving term is expanded by the chain rule.)

∂E
∂r

=

D∑︂
d′=1

∂(fW(ad′)− y∗d′)
2

∂r
= 2(fW(ad)−y∗d)∇zf3(zd)·

∂zd
∂r

= 2(fW(ad)−y∗d)·∥gd∥2

because all terms vanish except for d. Since ∂E
∂r =0 and ∥gd∥2>0 by hypothesis, it must be

that fW(ad)= y∗d. This was proved independently for each training point d. It follows that
every critical point is a global minimum.

7 Rank Preservation (any MM ′)

This section expands Theorem 1.2&3 into parts and proves each.

Theorem 1.2&3 (Rank Preservation (∀dt αdt ≥ αmin > 0):) Let D′ := min(MM ′, D). As
gradient descent proceeds, Rank(Rt) = D′ for all finite iterations t with probability one.4

Rank preservation prevents the trajectory from entering the degenerate set B, but does not by
itself guarantee convergence to zero error (see Section 9 and footnote 6).

Let θt=
⟨︁
f1,t,Wt,f3,t

⟩︁
∈RP denote the full parameter vector at iteration t. Gradient descent

may fix f1 and f3 and train only W, or train all three; the results below hold either way.10

Define B = {θ : Rank(R(θ)) <D′} to be the set of degenerate configurations where the rate
matrix loses rank below its generic value D′.

1. B is a measure-zero analytic subvariety of the parameter space (Theorem 3.6.3).
2. With probability one over random initialization θ0, gradient descent never enters B:

∀t∈N, θt /∈B and hence Rank(Rt)=D′.
3. If additionally ∀dt αdt≥αmin>0, then the non-ghost error converges to zero.

Proof of Theorem 1.2.2. Let us begin with analytic (not piecewise-analytic) activations.

Step 1: B has measure zero. Stated in Theorem 1.2.1 and proved in Theorem 3.6.3.

Step 2: Each GD iterate is analytic in θ0. The GD map is F (θ)=θ−2η∇θE(θ). When f1
and f3 are fixed, this reduces to F (W)=W−2η∇WE(W). For analytic activation functions,
E is analytic in θ, so F is analytic. By induction, θt=F t(θ0) is analytic in θ0.

Step 3: The condition θt ∈ B reduces to the zero of an analytic function. Note
θt∈B iff Rank(R(θt))<D′.

10When f1 and f3 are fixed, θ reduces to W and every statement below holds with W in place of θ.
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• When D′=D: Rank(R)<D iff det(R(θt))=0. Define ht(θ0,η) :=det
(︁
R(F t(θ0))

)︁
.

• When D′ = MM ′ < D: The D×D matrix R always has rank ≤ MM ′ < D, so
det(R)=0 is useless as a detector. Instead, note Rank(R)=Rank(J) where J∈RD×MM ′

is the Jacobian. The square Gram matrix JTJ ∈ RMM ′×MM ′
satisfies det(JTJ) = 0 iff

Rank(J)<MM ′=D′. Define ht(θ0,η) :=det
(︁
J(F t(θ0))

TJ(F t(θ0))
)︁
.

In both cases, θt∈B iff ht(θ0,η)=0, and ht is analytic in θ0 (composition of analytic functions).

Step 4: ht(θ0,η) is not identically zero. At η = 0 we have F t(θ0) = θ0, so ht(θ0, 0) =
h(θ0) ̸≡ 0 (generic θ0 gives Rank(R) = D′). Since ht is analytic jointly in (θ0, η) and not
identically zero at η = 0, For each θ∗0 with h(θ∗0) ̸= 0, the map η ↦→ ht(θ

∗
0,η) is analytic and

nonzero at η=0, hence nonzero for all but isolated η. Thus ht(·,η) is not identically zero for
all but finitely many step sizes η>0.

Step 5: The set Bt := {θ0 :ht(θ0,η)= 0} has measure zero. By Step 4, ht(·, η) is a non-
identically-zero analytic function of θ0. The zero set of any non-identically-zero real-analytic
function has measure zero.

Step 6: Pr[θt∈B]=0 for each finite t. By Step 3, Pr[θt∈B] is the probability mass of the
set Bt, which by Step 5 has measure zero.

Step 7: Countable union. Pr
[︁
∃t∈N : θt ∈B

]︁
≤
∑︁∞

t=0 Pr[θt ∈B] = 0. With probability
one over random θ0, gradient descent never enters B at any finite iteration.

Extension to piecewise-analytic activations.11 The proof above assumes globally an-
alytic activations (sigmoid, tanh, softplus). For piecewise-analytic activations (e.g., ReLU,
ELU, SELU), the GD map F is piecewise-analytic: at each step, each neuron’s activation
pattern (which analytic piece is active) is determined by the current parameters, partition-
ing parameter space into finitely many regions. Within each region, F is analytic. Over t
steps, parameter space is partitioned into finitely many regions {Ωℓ} (one for each sequence
of activation-pattern choices across all neurons and all t steps), and on each Ωℓ the composite
F t is analytic. On each full-dimensional Ωℓ, ht=h◦F t is analytic. It is not identically zero:
the function h (whether det(R) or det(JTJ)) is itself analytic12 and its zero set B has empty
interior, while the GD map F t has generically full-rank Jacobian (det(dF t) = 1 at η=0, so
det(dF t) ̸≡ 0 on any region containing η = 0). Hence F t(Ωℓ) contains an open set, which
cannot lie entirely in B, so ht|Ωℓ

̸≡0 and its zero set within Ωℓ has measure zero. Since there
are finitely many regions and the boundaries between regions also have measure zero, Steps 6
and 7 carry through.

Proof of Theorem 1.2.3: What rank preservation does and does not give (MM ′≥D). By The-
orem 1.2.2, with probability one, ∀t, θt∉B and Rank(Rt)=D, so all eigenvalues λit>0. At
each finite iterate, the error is therefore subject to a strictly contracting linear map, but the
contraction rate λ+

min(Rt) may vary with t.

11For ReLU networks, the rank-deficient set can have nonempty interior (a ReLU activation pattern may
remain constant over an open set of weights). The analyticity argument applies to smooth analytic activations
(sigmoid, tanh, swish); extending to ReLU requires a separate piecewise-linear argument.

12The piecewise structure comes from the GD map F t, not from the determinant h. Within each activation-
pattern region, the entries of R (products of inner products of features and gradients) are analytic functions
of the parameters, so h is analytic and not identically zero (generic parameters give Rank(R) = D′). For
piecewise-linear activations (ReLU, Leaky ReLU), h is in fact polynomial on each region.
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Why rank does not imply convergence. Positive eigenvalues at every finite iterate do
not prevent inft λ

+
min(Rt) = 0. The boundary example in Section 9 exhibits exactly this:

positive αd, full rank at every finite iterate, yet convergence to a nonzero-loss minimum
because the small eigenvalue tends to zero. This is not an artifact; it is the logical boundary
of rank-based reasoning.
What would suffice. For gradient flow, a uniform spectral floor λ+

min(R(t)) ≥ µ > 0
throughout training gives E(t) ≤ E(0) e−4µt. More generally,

∫︁∞
0 λ+

min(s) ds = ∞ suffices
for E(t) → 0, allowing polynomial decay if λ+

min → 0 slowly. For finite-step GD, a descent
lemma requires additionally a smoothness bound on the loss Hessian along the trajectory.
The conditional gradient-flow comparison in Section 14 gives collective decay at rate at least
αmin/2 under its stated coupling and constant-sensitivity hypotheses.
The open problem. Proving that λ+

min(Rt) stays bounded away from zero along the actual
GD trajectory — not just at each frozen instant — is the central unresolved mathematical
question. Positive αd controls the diagonal ofR, not its smallest eigenvalue. Width conditions
that make the coupling small are a plausible route; see the discussion in Section 14 and
Section 22.

Proof of Theorem 1.2.3 (MM ′<D). By Theorem 1.2.2, with probability one, ∀t, Rank(Rt)=
MM ′ =D−k. This means that k of its eigenvalues λit = 0 correspond to k ghost channels
whose error does not move under the current Rt. The non-ghost error is subject to a strictly
contracting linear map at each finite iterate, but the same rank-vs-convergence caveat ap-
plies: λ+

min(Rt) > 0 for each finite t does not prevent inft λ
+
min(Rt) = 0, so convergence of the

non-ghost error to zero requires additional control on λ+
min along the trajectory.6

8 Engineering/Quantified Bounds (Robustness)

This section restates and proves Theorem 1.4.

Theorem 1.4 (Engineering Bound). If Rank(R)=D′ and ∥∇WE∥≤ϵ,8

then ∀d, |eng,d|≤ ϵ
2

√︁
(R+)dd=

ϵ
2

√︂∑︁D′

i=1 v
2
di/λi≈ ϵ

2

√︂
Avgi≤D′1/λi.

9

Proof. Step 1: Define the Jacobian dual. Since Rank(R) = D′ and R = JJT , the

Jacobian J ∈ RD×MM ′
has rank D′. Define wd ∈ RMM ′

to be the minimum-norm vector
satisfying Jwd=Q1d, where Q=RR+ projects onto the range of R (i.e., (Jwd)d′ =(Q1d)d′).

Step 2: Extract the individual error.

2|eng,d|=2|(Q1d)
Te| (eng,d=(Qe)d; Q symmetric)

=2|(Jwd)
Te| (Jwd=Q1d)

=2|wT
d J

Te| (Transpose)
= |wT

d ∇WE| (∇WE=2JTe)
≤∥wd∥·∥∇WE∥ (Cauchy–Schwarz)
≤ϵ∥wd∥ (Hypothesis)

Step 3: Compute ∥wd∥2. The minimum-norm solution is wd=JTR+1d.
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∥wd∥2=1TdR
+JJTR+1d (Expand)

=1TdR
+RR+1d (JJT =R; R+RR+=R+)

=1TdR
+1d=(R+)dd

Hence |eng,d|≤ ϵ
2

√︁
(R+)dd.

Recovery of wide-case bound: When M ≥ D and Rank(X) = D, we can verify that
wd=vec(gdu

T
d )/αd satisfies Jwd=1d (by the computation in Step 2 of the proof in Section 6).

Then ∥wd∥2=∥gd∥2∥ud∥2/α2
d=u2d/αd, recovering |ed|≤ ϵ ud

2
√
αd

.

Lengths of ud

Claim 1. There are vectors ud with the required properties XTud=1d
such that

∑︁
d ∥ud∥2=

∑︁
i

1
λ̂i
; ∥ud∥2≤1/λ̂min; for random f1, ∥ud∥2≈Avgi

1
λ̂i
.

Proof.
• Intuition: Though they have different rotations, {ud} and {ûi} are both bases for col(X)
(only {ûi} is orthonormal). The more these bases are aligned, the more properties they
inherit.
– Eigenvalues: The thin SVD is XT = ˆ︁Vˆ︁Σˆ︁UT , where the columns v̂i ∈RD of ˆ︁V and

ûi ∈RM of ˆ︁U are orthonormal, and ˆ︁Σ=diag(
√︁
λ̂i) with λ̂i being the eigenvalues of

XTX. For each ûi, X
T ûi= ˆ︁Vˆ︁Σ(ˆ︁UT ûi)= ˆ︁Vˆ︁Σ1i=

√︁
λ̂iv̂i and so ∥XT ûi∥2

∥ûi∥2 = λ̂i.

– Length: If these vectors lined up so that ∥XTud∥2
∥ud∥2

= λ̂i, then because ∥XTud∥2 =

∥1d∥2=1, we would have ∥ud∥2= 1
λ̂i
.

– Minimum: Not more than one ud can line up with ûmin.
• Solution: The minimum-norm solution to XTud=1d is ud=X(XTX)−11d.
As required XTud=XT [X(XTX)−11d]=(XTX)(XTX)−11d=1d.

• Eigen Expansion ∥ud∥2=
∑︁

i
v̂2
di

λ̂i
:

Proof: Write the eigendecompositionXTX= ˆ︁VΛ̂ˆ︁VT =
∑︁

i λ̂iv̂iv̂
T
i , so (X

TX)−1=
∑︁

i
1
λ̂i
v̂iv̂

T
i .

Then (XTX)−11d =
∑︁

i
v̂di
λ̂i
v̂i, where v̂di = v̂T

i 1d is the dth entry of v̂i. Hence ud =

X(XTX)−11d=
∑︁

i
v̂di
λ̂i
Xv̂i. Xv̂i=

[︁ ˆ︁Uˆ︁Σˆ︁VT
]︁
v̂i=

√︁
λ̂i ûi, giving ud=

∑︁
i

v̂di√
λ̂i

ûi. Since the

ûi are orthonormal, ∥ud∥2=
∑︁

i
v̂2di
λ̂i
, as claimed.

• ∥ud∥2≤ 1
λ̂min

:
∑︁

i
v̂2di
λ̂i

is maximized subject to
∑︁

i v̂
2
di=1 by putting all the weight on 1

λ̂min
.

•
∑︁

d ∥ud∥2=
∑︁

d

∑︁
i
v̂2di
λ̂i

=
∑︁

i
1
λ̂i

[︁∑︁
d v̂

2
di

]︁
=
∑︁

i
1
λ̂i

[︁
1
]︁
.

• For random f1, v̂
2
di≈1/D and hence ∥ud∥2=

∑︁
i
v̂2di
λ̂i

≈Avgi
1
λ̂i
.

(Theorem 3.6.7 using q=
[︁
1
λ̂i

]︁
)

9 A Boundary Example

The engineering bound of Section 8 shows that when the collective rate stays bounded away
from 0, gradient descent converges quickly to a near-optimal solution. It is natural to ask
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whether positive sensitivities αd and a full-rank rate matrix R at every finite iterate are,
by themselves, enough to rule out convergence to a bad local minimum. They are not.
This section gives a minimal, fully worked example — two data points, one hidden unit,
two second-layer outputs — in which gradient descent, in both its continuous-time (flow)
and fixed-step discrete forms, converges to a strict, suboptimal local minimum, even though
αd > 0 throughout and R is nonsingular at every finite time or iterate. The failure occurs
only in the limit, where the rank of R drops from 2 to 1. The example marks the exact
boundary of what a rank-preservation argument can, and cannot, promise.

Setup. Let D = 2, M = 1, M ′ = 2, and let f1 be the identity, so the two (normalized,
scalar) features are x+ = 1 and x− = −1. Fix the second layer to be the nonlinear map

f3(z1, z2) = z1 + (z22 − 1)2,

and let both targets equal y∗+ = y∗− = 2. The single trainable layer is W = (u, v)T ∈ R2, so
the pre-activation on input x is Wx = (ux, vx). Write

q(v) := (v2 − 1)2.

On x+ = 1 the network predicts u+ q(v); on x− = −1 it predicts −u+ q(v) (the even term
(v2−1)2 is unaffected by the sign flip). The errors are e+ = u+q(v)−2 and e− = −u+q(v)−2.
Proposition 2. In the setup above:

1. The sum of squared errors is

E(u, v) = 2u2 + 2
(︁
q(v)− 2

)︁2
.

The origin (u, v) = (0, 0) is a strict local minimum, with E(0, 0) = 2 and Hessian

diag(4, 16). It is not the global minimum: E = 0 is attained at (0,±
√︁

1 +
√
2).

2. Both sensitivities equal α+ = α− = 1 + q′(v)2 ≥ 1, hence are always strictly positive.
The rate matrix R has eigenvalues 2 and 2q′(v)2.

3. For every initialization with 0 < |v0| < 1 (any u0), gradient flow converges to the
origin, and so does fixed-step gradient descent for any 0 < η ≤ 1

64 . Along every such
trajectory, v is nonzero at every finite time or iterate, so R has full rank 2 (i.e. k =
D − Rank(R) = 0) throughout, even though its limit has rank 1 (i.e. k = 1).

Proof sketch. Part 1. Writing s = q(v)−2, we get e2++e2− = (u+s)2+(−u+s)2 = 2u2+2s2,
which is E . Since E separates into a function of u alone plus a function of v alone, its Hessian
is diagonal; at v = 0, where q(0) = 1, q′(0) = 0, q′′(0) = −4, direct differentiation gives
∂2E/∂u2 = 4 and ∂2E/∂v2 = 16. Zero loss forces u = 0 and q(v) = 2, i.e. v2 = 1±

√
2; only

the + root is real, giving the two points listed.
Part 2. Here gd = ∇zf3(zd) = (1, q′(z2d)), with z2,+ = v and z2,− = −v, so (using that
q′ is odd) g+ = (1, q′(v)) and g− = (1,−q′(v)); hence α± = ∥g±∥2 = 1 + q′(v)2. The
rate matrix is the Hadamard product R = (GTG) ⊙ (XTX), with XTX =

(︁
1 −1
−1 1

)︁
and

GTG =
(︂

1+q′2 1−q′2

1−q′2 1+q′2

)︂
, giving R =

(︂
1+q′2 q′2−1
q′2−1 1+q′2

)︂
. This acts on the eigenvectors (1, 1)T and

(1,−1)T as R(1, 1)T = 2q′(v)2(1, 1)T and R(1,−1)T = 2(1,−1)T , giving eigenvalues 2q′(v)2

and 2.
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Part 3. Since E separates, so does gradient descent: u̇ = −4u, so u(t) = u0e
−4t → 0. Setting

w = 1− v2, a short calculation shows v̇ = −16 v A(v), where

A(v) =
[︁
2− (1− v2)2

]︁
(1− v2), 0 < A(v) ≤ 2 on 0 < |v| < 1.

On this range A(v) > 0, so v̇ has the sign opposite to v: v shrinks in magnitude and keeps
its sign. Since A(v) → 1 as v → 0, the decay near 0 is locally exponential, so v(t) reaches
0 only asymptotically, never at a finite time. Hence v(t) ̸= 0 for all finite t, and by Part 2
the second eigenvalue 2q′(v(t))2 > 0 throughout the trajectory: R is full rank at every finite
time even though its limit is rank-deficient.
For discrete GD with step η: un+1 = (1−4η)un and vn+1 = vn

[︁
1−16ηA(vn)

]︁
. On 0 < |v| < 1,

0 < A(v) ≤ 2, so for η ≤ 1
64 the multiplier 1−16ηA(vn) lies in [12 , 1): vn shrinks geometrically

toward 0 without changing sign or overshooting, and un → 0 as well. The same rank argument
applies at every finite n.

Lesson. The point v = 0 is a single, measure-zero rank-deficient parameter value, yet it
is an attracting limit for an entire open set of initializations. Full rank of R at every finite
iterate — indeed at every iterate that will ever actually be computed — does not prevent
convergence to a strict, suboptimal local minimum; it only prevents the trajectory from
ever exactly reaching the bad set B, which is exactly what a topological rank-preservation
argument promises, and no more. This is not a contradiction of such an argument but a
demonstration of its precise scope.
The example sits exactly at the boundary the paper’s hypotheses are built to avoid: it has
MM ′ = D, no width to spare; a single fixed, non-random f3; and M = 1, no averaging
over hidden units. Under the conditional managed-noise hypotheses (constant sensitivities,
interval-wide coupling, sufficient width), the collective error decays exponentially. The exam-
ple does not contradict that conditional result; it marks where such hypotheses are needed.
Finally, the trap is not an artifact of exact cancellation. Perturb f3, the targets, or the features
slightly and, by the implicit function theorem, the origin remains a nondegenerate critical
point (its Hessian is nonsingular), while the zero-loss solutions — themselves nondegenerate
zeros of a full-rank map — persist nearby. Both the trap and the exit survive small smooth
perturbations; only their exact locations move.

Part II

Per-Point Convergence

Part I established structural properties of the error landscape. We now ask how fast—
characterizing per data point decay rates. The pre- and post-processing functions f1 and f3
(pre-learned or random) are fixed and assumed to have properties that occur with probability
one when their parameters are chosen randomly. Gradient descent trains only W, so the rate
matrix Rt=(GT

t Gt)⊙(XTX) changes as Wt changes. Often we drop the index t. When αdt

varies with t, replace (1−4ηαd)
t with

∏︁
t′(1−4ηαdt′). See Section 17.1 for where this regime

sits between lazy training and feature learning.
Theorem 3 (Gradient Descent Structure).
The self-decay component of each data point d’s error Ed=(fW(ad)−y∗d)2 has rate αd, but off-
diagonal coupling can cause individual errors to increase. The rate αd governs the expected
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change under isotropic residuals.13 Whether the diagonal rate αd dominates the full rate
depends on the coupling: under managed-noise conditions it does; in general the effective rate
drifts toward λ+

min.

The number of iterations needed is between Θ(α−1
d log(E0/ϵ)) and O(λ+

min
−1

log(E0/ϵ)).

Spectral Results: Results are based on the spectral decomposition of the rate matrix R.
1. Spectral Decomposition: (Section 11)

(1) Overview:

GD Decay: ∆e =2ηRe∈RD et =
∏︁t

t′=1

(︁
I−2ηRt′

)︁
e0 (R changes with t)

Diagonal Only: ∆Ed =4η αd Ed Edt =
∏︁t

t′=1(1−4η αdt′) Ed0 ≈e−4η
∑︁t

t′=1 αdt′ Ed0
# Iterations: Td =Θ

(︂
1

η αd
log Ed0

ϵ

)︂
(Ed and αd change with t)

Where:
Point Error: ed =fW(ad)−y∗d∈R e =[ed]∈RD

Squared Ed =e2d E =
∑︁

d Ed=∥e∥2
Data Represent.: xd =f1(ad) ∥xd∥=1 (Assume normalized)
Point Sensitivity: αd =∥gd∥2 gd =∇zf3(zd)
Rate Matrix: rdd′ =(gT

d gd′)(x
T
d xd′)∈R R =[rdd′ ]=(GTG)⊙(XTX)∈RD×D

(2) Spectral Rate Matrix R: The eigenvectors vi of the rate matrix R ∈ RD×D

decompose the total error E =
∑︁

i E∥i into spectral errors E∥i = (vT
i e)

2 ∈R, which
decay at their own eigenvalue rate ri=λi.

(3) Decay over Iterations: (Assuming R, λi and vi do not change).
The error for point d at iteration t has decayed to

edt=
∑︁

i(1−2ηλi)
t vdi e∥i0.

E[Edt]=σ2
∑︁

i(1−2ηλi)
2tv2di.

The second result requires independence between channel errors,
namely, E[e2∥i]=σ2 and E[e∥ie∥i′ ]=0.

(4) Rank of R: Let D′ denote the rank of R.
When the output network f3 is linear, Rank(R)=Rank(X)=min(D,M). Random
non-linearity of f3, however, allows its rank to be D′ :=Rank(R)=min(D,MM ′).

(5) Ghost Error: Define the spectral error E∥i to be ghost if its rate of decay is λi=0.
Gradient descent does not change it at all, until the rate matrix R changes. The
number of these is denoted k :=D−Rank(R).

(6) Non-Ghost Point-wise Error: Define Êd :=
(︁∑︁D′

i=1
√

E∥ivdi
)︁2

to be the amount
of the point-wise error Ed that is non-ghost.

(7) Rate of Decay:
• Defn of Rate: The rate of decay of point d’s error at iteration t is defined to

be ratealldt :=1− E[Ed(t+1)]

E[Edt] and non-ghost error ratenon-ghostdt :=1− E[Êd(t+1)]

E[Êdt]
.14

• Initial Rate: ratealld0=4ηαd and ratenon-ghostd0 =4η αd
Pdd

,

13When αdt varies with t, replace (1−4ηαd)
t with

∏︁
t′(1−4ηαdt′); taking αd=mint αdt gives a worst-case

bound.
14Depending on how neat we are feeling, we either include the 4η or not.
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where Pdd=
∑︁D′

i=1 v
2
di∑︁D

i=1 v
2
di

is the fraction of error that is non-ghost.15

• Final Rate: limt→∞ ratealldt =0 and limt→∞ ratenon-ghostdt =4ηλ+
min

(The former since ghost error does not decay – assuming there is some).
Conjectured: λ+

min≈αmin (MM ′≥D) and λ+
min≈

D
MM ′ ᾱ (MM ′≪D).

• Fraction of Time Fast: The fast rate stalls when the error in the fast chan-
nels completes, this, however, may happen quite quickly. For example, suppose
the fast channels make up 90% of the error. Removing it decreases the error
by a factor of 1

10 but only decreases log10(error) by an additive 1. In contrast,
decreasing the error from 1 to ϵ = 10−6, requires decreasing log10(error) by
another 6.

(8) Extra Facts:
i. [E∥i=0] → [e perpendicular to vi].
ii. E=

∑︁
d Ed=

∑︁
d e

2
d=
∑︁

i E∥i
iii. E[E∥i]= 1

DE
iv. E[Êd]≈ D′

D Ed (randomly rotated vi)
v. Avgiλi=

1
DTrace(R)=Avgdαd

vi. No Effect of Ghost on Non-Ghost
vii. If for each i, ∂E∥i=r E∥i, then for each d, ∂Ed=r Ed.16

2. Simulations: We run simulations on random R to understand what we could not
prove about gradient descent. The insights not mirrored in the theoretical results are as
follows:
(1) αd ⇔ λid: When overparameterized each point d has a dedicated spectral channel

id with λid ≈αd. This allows each point to decay at its own rate αd.
(2) Rotating R: We try randomly rotating R in order to move our current error into

faster channels. As hoped, when MM ′ <D, this did manage to decay the ghost
error. However, this did not keep the rate up near αd or ᾱ as hoped. The rate
settled at λ+

min. (Section 12)
(3) Gradient Descent: When running actual gradient descent in this same MM ′<

D range, we did not manage to get rid of the ghost error because either our rate
matrices R refused to rotate, or λ+

min dropped too close to zero. (Section 12)

Signal vs Noise Results: The remaining results partition the decay progress into
signal (diagonal of R) and noise (off-diagonals).

GD Decay: ∂e =2ηRe∈RD

∂ed =2η
(︁

αd ed⏞ ⏟⏟ ⏞
signal rded

+
∑︁

d′ ̸=d rdd′ ed′⏞ ⏟⏟ ⏞
noise ξd

)︁

Source of Randomness:
• Random f1 and X: These results use randomness in f1 to ensure whp that the data
representation xd=f1(ad) has randomly rotated eigenvectors ˆ︁V≈ 1√

DH.

15 Here P=
∑︁D′

i=1 viv
T
i and being orthonormal

∑︁D
i=1 v

2
di=1

16An Embarrassing Bug. One might hope that if all spectral errors E∥i decay at a rate of at least r, then
all point errors Ed also decay at a rate of at least r. However, Theorem 3.7.2 shows that a frozen point with
αd=0 has decay rate zero—not r. The fix is that strict equality is needed.
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For example, the input could be a single real number ad, with f1 consisting of one layer
of activations followed by random weights.

• Arbitrary f3: Here we assume the worst case f3. This occurs when f3 is linear
giving identical gradients gd=gd′ and hence maximizing the expression |gT

d gd′ |=α that
appears in the noise.

• Random f3: When f3 is chosen randomly, the gradients are approximately pairwise
orthogonal, decreasing gT

d gd′ and hence the noise.

Rates of Decay: The following 2×2 table of results shows that even if the noise always
subtracts, the decay occurs as stated.

Arbitrary f3 Random f3

Negligible Noise: rd=αd M≥Ω(D2) 16 M≥Ω(D)

Managed (cond. flow): γ≥αmin/2 Coupling const. ρ; candidate scales D/M , D/(MM ′)

3. Negligible Noise: When the decay noise is small enough, it leaves only the point-wise
decay rate rd=αd. (Section 13)

4. Managed Noise (Gradient Flow): Consider gradient flow with constant sensitivities
αd.

13 35

Under a coupling hypothesis on the off-diagonal noise: |ξd(t)|≤
√︁
ραd S(t) throughout

[0, T ] (where S = 1
D

∑︁
d αdEd, ρ > 0 a coupling constant, ρᾱ < αmin), the collective

error S(t) decays at rate ≥ (1−c)αmin > 0 where c=
√︁
ρᾱ/αmin < 1.17 18 A pointwise

upper bound (not a matching lower bound or exact rate) on each |ed(t)| follows from
the self-decay plus contamination from S.19 (Section 14)

5. Random Walks: Stochastic gradient descent is an effective way to add randomness
in order to get around obstacles. We studied how this might help us handle our noise.
(Section 15)
(1) Random Walk: At each iteration t, the noise has zero mean E[ξdt] = 0 (and

symmetric), giving it a random ± sign. This implies a random walk where the
signal grows with T and the noise with

√
T .

(2) Probability of Success: The sign of the noise ξdt, though random at each itera-
tion, likely has huge dependence across iterations. For example, if nothing changes
then the noise does not change ξdt=ξd(t−1). This does mean, however, with prob-

ability 1
2 all the noise is helpful. Hence, you only need to run the gradient descent

twice to get the results you want. We generalize this idea to handle more complex
adversarial dependencies.

(3) Adversarial Dependence: The problem is that when the fast channels have

16 Whether the Ω in these results really should be Ω̃ containing an extra logD factor or not depends on the
scope of the guarantee you want to obtain from the probabilistic union bound. For example, if you want to
choose your favorite data point d and bound only its error decay, then Ω does the trick. On the other hand,
if you want this same bound for all data points simultaneously, then you need to increase the Ω by the extra
logD factor.

17The collective rate αcoll =
∑︁

d α2
d Ed∑︁

d αd Ed
≥ αmin weights by αdEd; points with smaller αd contribute more as

they decay more slowly.
18 This is one case where interpolating what happens when αdt varies with time is complex.
19Discrete GD with step η introduces O(η2) remainders per step. Extending the flow result to finite-step

GD requires accumulated-error control over T steps.
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decayed their error, the error that remains is in the ghost/slow channels. The way
the decay ∂ed ∝Re= αded±ξd is supposed to work is as follows. When the pre-
squared error ed is positive, ∂ed is also positive and is subtracted from the error.
When ed is negative, ∂ed is negative and hence subtracting it still makes progress.
However, for a ghost channel (λi = 0), if the error vector is e = [ed] = vi then
∂ed ∝Re= λie= 0. From a random walk perspective, the sign of the noise ξ is
such that when ed and ∂ed are positive, ξd is negative perfectly canceling out the
signal’s progress and when ed and ∂ed are negative, ξd is positive again perfectly
canceling progress.

6. Random Network Structures: Suppose f1 and f3 are sufficiently complex and have
randomly initialized weights, producing data representations xd=f1(ad) and activation
gradients gd=∇zf3(zd).

For example, f1 could map an input consisting of a single real number ad to one
layer of activations followed a fully connected layer W′∈RM×M of random weights.

The following structural properties hold with high probability.
Items marked Conjecture are supported by simulations but not yet proved.
(1) Rank of X: With sigmoids, X∈RM×D has full rank min(D,M).

With ReLU, columns may coincide (see item 5).
(2) Rank of G: For fixed random f3, the set of pairwise-distinct (z1, . . . , zD) for

which G has rank less than min(D,M ′) is a measure-zero analytic subvariety
of RM ′×D.

(3) Rank of R=(GTG)⊙(XTX): For fixed random f3, the set of pairwise-distinct
(z1, . . . , zD) for which R∈RD×D (surprisingly) has rank less than min(D,MM ′)
is a measure-zero analytic subvariety of RM ′×D.

(4) Approximately Normal X and G:
Each entry is xmd≈N (0, 1

M ) and g⟨m′d⟩≈N (0, 1
M ′ ) (columns may be correlated).

(5) Coupon Collector (Sigmoid or ReLU activation functions and M≥Ω(D logD)):
Each consecutive input ad vs ad+1 is split by at least one neuron. X has full rank
D. Columns are approximately independent.

(6) Near-Orthonormal: XTX≈I with xT
d xd′ =O

(︂√︂
logD

M

)︂
for d ̸=d′.

(7) Randomly Rotated Eigenvectors: ˆ︁V≈ 1√
DH (any M vs D):

Eigenvectors of XTX satisfy v̂di≈Norm(0, 1
D ).

We would love to plug in ± 1
D for v̂di, but likely some of them will be as big as

± logD
D , which we do not want plugged in for all of them. Instead:

Fix s ≤ DΘ(1) vectors q ∈ RD depending on ˆ︁V only through entries not being
summed. Whp the following 4sDT sums are true simultaneously.
• ∀d

∑︁
i v̂

2
di qi= (1±ϵ) 1

D

∑︁
i qi

• ∀d |
∑︁

i v̂di qi|≤ (1+ϵ)

√︂
1
D

∑︁
i q

2
i

• Again with the role of d and i switched
• Again for each iteration t∈ [T ].

Remark: In contrast, the eigenvectors of R are localized.
(8) Eigenvalues (Marchenko–Pastur):

XTX Proven: Eigenvalues of XTX satisfy CV(λ̂) := SDV(λ̂)

λ̂avg
=
√︂

D

M
.

R Proven:
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• λ̄= ᾱ and λ+= D
D′ ᾱ (fewer channels share the trace budget Dᾱ).

• D′ =min(D,MM ′) and k =D−D′ zero eigenvalues (ghost channels) follows
from item 3.

R Conjectures: Verified to 1.5% across all tested values.
• CV(λ)≈

√︁
D/MM ′: Simulations confirm this for the CV of all D eigenvalues

(including zeros), when sensitivities αd are approximately equal. For heteroge-
neous αd, Var(λ)=Var(α)+ 1

D

∑︁
d̸=d′ R

2
dd′, so CV(λ)≥CV(α). The CV of only

the D′ non-zero eigenvalues is different.
• MM ′≫D: There is a 1-1 mapping between data points and spectral channels
with λid ≈αd. In particular, λmin≈αmin. See Figure 2.A.

• MM ′≈D: λ+
min≈

(︁√︁
D/MM ′−1

)︁2
ᾱ

This dips dangerously close to zero, stalling decay of “non-ghost” errors.
This can be “fixed”, however, by just calling such near-zero channels ghost.

• MM ′ ≪ D: No matter how diverse the data point sensitivities αd are, the
non-zero eigenvalues of R are tightly concentrated around λ+ = D

D′ ᾱ. Hence,
the minimum non-zero eigenvalue is λ+

min≈c D
MM ′ ᾱ for c≥ 1

2 and 1 in the limit.
See Figure 2.B.

7. Extensions and Generalizations: The theorem shows when simplifying assumptions
can be relaxed.
(1) Equal λ̂i: If ∀i λ̂i = λ̂, then each data point d’s error Ed decays at its own rate

rd=αd λ̂.
(2) Ignoring Stalled Points: Points those sensitivity αd is too small can be ignored.

Their error will not degrade quickly but they do not disturb the other points.
(3) Worst case Weights W: Not a problem.
(4) Second-Order Effects: The second order effects in gradient descent can be

bounded if the step size η is sufficiently small.
(5) Generalizing to ⟨α, β⟩-PL Sensitivity: An easy adjustment in the proof.
(6) Removing Redundant Rows: A common intuition suggests that overparame-

terization improves optimization by expanding the basins of attraction and creating
additional paths to global minima. We prove that any redundant (M>D̂) network
is a “shadow” of the non-redundant (M = D̂) case—same training loss trajectory
after quotienting the frozen directions orthogonal to the data span. (This is a
statement about training dynamics, not generalization.)

(7) Ghost Error Decays: Simple models of rate-matrix rotation and stochastic gra-
dient descent show that the ghost error decays to zero.

10 Gradient Descent

This section proves Theorem 3.1.1. The rest of this section explains the proof for the novice
reader. This part can be skipped by any expert reader who already follows the proof.

Theorem 3.1.1 (Gradient Descent Structure).
Gradient descent decays each data point d’s error Ed at iteration t as follows
It is exact to first order in η and holds for every nonlinear f3.

20

20For nonlinear f3, the recurrence et+1=(I−2ηRt)et is the first-order (in η) approximation; the remainder
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Rate Matrix: rdd′ =(gT
d gd′)(x

T
d xd′)∈R

GD Decay: ∆e =2ηRe∈RD

Signal (diagonal): ∆Ed|diag= 4η αd Ed (off-
diagonal coupling ξd not
shown)

Proof.

∆W = η∇WE (Step of Gradient descent)
= η(∇ZE)XT (Z=WX Matrix chain rule)
= η

∑︁
d(∇zdEd)xT

d (point-wise)
∇zdEd = ∇zde

2
d=2(∇zded)ed (Chain Rule)

= 2(∇zd(f3(zd)−y∗d))ed (Definition)
= 2(∇zf3(zd))ed (Derivative)
= 2gd ed (Definition of gd)

∆W = 2η
∑︁

d ed gd x
T
d (Combining)

∆ed ≈ gT
d ∆zd (first order)

= gT
d ∆Wxd (∆zd=∆Wxd)

= gT
d

(︂
2η
∑︁

d′ ed′ gd′ x
T
d′

)︂
xd (Combining)

= 2η
∑︁

d′(g
T
d gd′) (x

T
d′xd) ed′ (Rearranging inner products)

= 2η
∑︁

d′ rdd′ ed′ (Definition of rdd′)
∆e = 2ηRe (Matrix Form)

e(t+1) = e(t)−∆e(t)=(I−2ηR) e(t) (Recurrence)
e(t) = (I−2ηR)t e0 (Decaying over iterations)
Ed := ed

2 (Squared Error)
dEd
dt = 2ed

ded
dt (Calculus)

∆Ed = 2ed∆ed (Discrete) □

We now explain this proof in more detail by analyzing one step of gradient descent. Given
our training data [⟨ad, y∗d⟩ |d∈ [D]] and the current value of our weights W∈RM ′×M (and the
weights in f1 and f3), we do forward propagation to learn the outputs fW(ad)=f3(W·f1(ad))
of this network on this data and the error E=

∑︁
d(fW(ad)−y∗d)

2∈R. Then we do backward
propagation to compute the derivatives and update the weights W in the way that takes a
step in the direction of steepest descent. This paper does not consider changing f1 or f3,
though this would be handled in the same way. Finally, we determine how this change in
weights changes the error.
Forward Propagation: We group values into vectors and matrices.

Post-f1 Representation xd and X: Let xd = f1(ad) ∈ RM denote this representation
for data point d and let X= [xd | d ∈ [D]] ∈RM×D package these into the vector of
such vectors (matrix). These are fixed throughout gradient descent on weights W.

Weights W: Let W∈RM ′×M denote the current values of the weights.

is O(η2) and bounded in Section 17.4. For piecewise-linear activations (ReLU), the identity is exact within
each linear region. In the flow comparison of Section 14, ξd denotes only off-diagonal coupling. Finite-step
nonlinear GD has a separate remainder requiring separate control.
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Pre-f3 Representation zd and Z: Let zd=Wxd∈RM ′
and Z=[zd | d∈ [D]]=WX∈

RM ′×D denote these current representations.
Readout Function f3: Let f3(zd)∈R denote the current output of the neural network

for this data point.
Errors ed, e, Ed, and E: Let ed = (f3(zd)−y∗d) ∈ R denote the pre-squared error and

Ed=e2d the squared error for this point. Let e=[ed |d∈ [D]]∈RD denote the vector of
these values and E=

∑︁
d Ed=∥e∥2 denote the total error.

Back Propagation vs Forward Change: We will casually switch between the infinitesi-
mal single value derivatives ∂E

∂wMM′
, the discrete changes ∆E

∆wMM′
made in this iteration of

gradient descent, and the same using matrix notation.
Gradient ∇WE ∈RM ′×M : This is a matrix with entries ∂E

∂wMM′
specifying how the single

valued global error E changes with each of the M ′×M weights in W. It is also the vector
pointing in the direction of the steepest ascent within the weight space.

Gradient Descent: This is the direction taken Wt+1=Wt−η∇WE ∈RM ′×M .
Change in Weights: ∆W := η∇WE ∈RM ′×M is the matrix of entries ∆wMM ′ giving how

much the weight decreases21 in a step of gradient descent.
Change in zd gives Change in Error: We now explain the following two lines:

∇zdE=∇zdEd=∇zde
2
d=2(∇zded)ed

∆ed≈gT
d ∆zd (first order).

Changing zd for one Point: Here zd denotes the pre-f3 representation for the one data
point d. Changing it changes the output for this point but not that for the other points.
It follows that ∇zdE=∇zdEd.

Change ∆ed: For each data point d∈ [D], ∆ed is the amount (positive or negative) that
this point’s pre-squared error ed=(f3(zd)−y∗d)∈R changes in this iteration of gradient
descent.

Changing One Entry of zd∈RM ′
: For each feature m′∈ [M ′], there is a node entering

the f3(zd) part of the network and zm′d is its value on d. ∆zm′d is how much it changes
in this iteration of gradient descent.

Derivative: The gradient gd=∇zf3(zd)∈RM ′
is a vector of the derivatives ∂f3(zd)

∂zm′d
giving

how this change affects this point’s output.
Chain Rule: ∆ed ≈ ∂ed

∂f3(zd)
∂f3(zd)
∂zm′d

∆zm′d gives how much ed changes because of this

change in zm′d. Note that because ed=(f3(zd)−y∗d), we have that ∂ed
∂f3(zd)

=1.
Changing All of zd: Then because all of these zm′d change in parallel by gradient de-

scent, we get the total change in error by summing these ∆ed ≈
∑︁

m′ 1
∂f3(zd)
∂zm′d

∆zm′d

which is the dot product ∆ed≈gT
d ∆zd.

First Order: Because this step of gradient descent is not infinitesimal, there are sec-
ond order (curvature) effects too which we are ignoring here. See Section 17.4 for a
discussion about the second order changes.

Change W gives Change in zd: We now explain the following line:
∇WE=[∇ZE ]XT

We can hand wave this using notational magic. Z=WX and hence ∂Z
∂W“=”X even though

they have different dimensions. Then ∂E
∂W = ∂E

∂Z
∂Z
∂W . Converting to gradients gives ∇WE=

21The actual update is W ← W−∆W. This avoids a huge number of negative signs in the paper. For
example, ∆E∥i=rE∥i means exponential decay.
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[∇ZE ] ∂Z
∂W =[∇ZE ]XT . The only other thing to check is that the matrix dimensions in the

multiplication match up. ∇WE=[∇ZE ]XT has dimensions (M ′×M)=(M ′×D)(D×M)
as needed.

The rest of the proof is straightforward.

11 Spectral Decomposition of the Error

This section restates and proves Theorem 3.1.2-8. These decompose the error and its decay
into spectral channels according to the eigendecomposition of the rate matrix R. Each
channel operates at its own rate λi. Channels with λi=0 are called ghost and do not decay
under a given R. We show that the initial rate of decay of point d’s error is αd and it
eventually settles at λ+

min whose expected value is conjectured and confirmed in simulations
to be approximately αmin (MM ′ ≥D) or D

MM ′ ᾱ (MM ′ ≪D). When underparameterized,
non-ghost errors decay rapidly. Ghost error does not decay under fixed R.

Theorem 3.1.2 (Spectral Rate Matrix R).
The eigenvectors vi of the rate matrix R∈RD×D decompose the total error E =

∑︁
i E∥i into

spectral errors E∥i=(vT
i e)

2∈R, which decay at their own eigenvalue rate ri=λi.

Proof:
• Open Problem: This rate matrix R=(GTG)⊙(XTX) is complicated and we know of
no results about its eigenvectors vi and eigenvalues λi. This may be an open problem.

• Spectral Errors: One can do a change in basis and decompose the vector of errors
e= [(fW(ad)−y∗d) | d ∈ [D]] ∈ RD into e=

∑︁
i
√

E∥ivi ∈ RD, where the ith spectral error
E∥i = (vT

i e)
2 ∈ R is defined to be the square of the component of the error in the vi

direction.22

• Decay Rate: We prove that the decay rate of E∥i is λi as follows:

E∥it=(vT
i et)

2 (Definition)

=(vT
i (I−2ηR) et−1)

2 (Using et=(I−2ηR) et−1)
=((vT

i −2ηvT
i R) et−1)

2 (Rearranged)
=((vT

i −2ηλiv
T
i ) et−1)

2 (vT
i R=λiv

T
i since R symmetric)

=(1−2ηλi)
2 (vT

i et−1)
2 (Pull out constant)

=(1−2ηλi)
2 E∥it−1

(Definition)

≈(1−4ηλi) E∥it−1
(Drop the (2ηλi)

2 term assumed to be small)

≈e−4ηλit E∥i0
ratei=1− E∥it

E∥it−1

(Definition)

=4ηλi (For neatness we drop the constant 4η from the rate)

□

Theorem 3.1.3 (Decay over Iterations). (Assuming R, λi and vi do not change).
The error for point d at iteration t has decayed to

22Here
√

E∥i=vT
i e∈R is the length of the component/projection of the error e in the vi direction. Hence,

√
E∥ivi = vi

√
E∥i = viv

T
i e∈RD is this component/projection. Summing up these perpendicular components

gets us back the original vector
∑︁

i

√
E∥ivi =

∑︁
i vi(v

T
i e)=(

∑︁
i viv

T
i )e=(I)e∈RD.

28



edt=
∑︁

i(1−2ηλi)
t vdi e∥i0.

E[Edt]=σ2
∑︁

i(1−2ηλi)
2tv2di.

The second result requires independence between channel errors,
namely, E[e2∥i]=σ2 and E[e∥ie∥i′ ]=0.

Proof:
• Spectral Decomposition: Theorem 3.1.2 decomposes the error vector e=

∑︁
i
√

E∥ivi∈
RD into spectral channels within which the error decays at its own eigenvalue rate λi.

• A Quantum Reality:23 Reality=
∑︁

i e∥i0Universei
Imagine we are living in a reality that is in the superposition of many alternative universes,
one for each spectral channel i ∈ [D], each weighted by time-zero spectral error

√
E∥i =

e∥i=vT
i e. For time t=0, this is also denoted e∥i0.

• Universe/Channel i: Suppose we lived in a universe/channel (indexed by i) in which
the pre-squared point error ed := fW(ad)−y∗d just happens to be vdi so that the error
vector e is the eigenvector vi.

• Decay is Easy: Theorem 3.1.1 proves that ∆e = 2ηRe ∈ RD. Being an eigenvector,
this becomes ∆e=2ηRe=2ηRvi=2ηλivi. After one iteration, the error vector becomes
e−∆e=vi−2ηλivi=(1−2ηλi)vi and after t iterations it becomes (1−2ηλi)

tvi.
• A Single Reality: We are now ready to recombine the universes into a single reality using
the equation “Reality=

∑︁
i e∥i0Universei.” In Universei, the error vector et at iteration t

is (1−2ηλi)
tvi. Combining these gives the reality that et=

∑︁
i e∥i0

[︁
(1−2ηλi)

tvi

]︁
.

• Pre-Square Error edt of Point d at Iteration t:
The result edt=

∑︁
i(1−2ηλi)

t vdi e∥i0 follows by picking out the dth component.
• Squared Error Edt of Point d at Iteration t:

– Claim: If there is independence between channel errors,
E[e2∥i]=σ2 and E[e∥ie∥i′ ]=0,

then E[Edt]=σ2
∑︁

i(1−2ηλi)
2tv2di+0.

– Proof:

E[Edt] = E[e2dt] (Definition)

= E
[︁(︁∑︁

i e∥i (1−2ηλi)
tvdi
)︁2]︁

(Previous claim)

=
∑︁

i E[e2∥i] (1−2ηλi)
2tv2di+

∑︁
i̸=i′ E[e∥i e∥i′ ] . . . (Expand square, linearity of E)

= σ2
∑︁

i(1−2ηλi)
2tv2di+0 (Independence)

□

Theorem 3.1.4 (Rank of R). Let D′ denote the rank of R.
Let k :=D−D′ denote the rank deficit and hence the number of ghost channels.
When the output network f3 is linear, Rank(R)=Rank(X)=min(D,M).
Random Non-linearity of f3, however, allows its rank to be D′ :=Rank(R)=min(D,MM ′).

Proof:
• Linear f3: With f3 linear, gd=g∈RM ′

is the same for all d, so αd=∥g∥2=α and we can
simplify R= (GTG)⊙(XTX) = αXTX. With probability one this has rank min(D,M)
(Theorem 3.6.3)

23The analogy with quantum mechanics is informal — no complex amplitudes or measurement collapse —
but the algebraic structure of superposition and squaring is genuinely parallel.
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• Non-linear f3: R ∈ RD×D has the surprising rank min(D,MM ′), because it is the
Hadamard product of two Gram matrices. (Theorem 3.6.3)
Note that with nonlinear f3, ghost channels vanish once MM ′≥D, which is much earlier
than the M≥D required for linear networks.

□

Theorem 3.1.5 (Ghost Error).
Define the spectral error E∥i to be ghost if its rate of decay is λi=0.
Gradient descent does not change it at all, until the rate matrix R changes. The number of
these is denoted k :=D−D′.

Proof. Item 2 gives that the rate of a channel is λi, which for ghost channels is zero. Item 3
gives that edt=

∑︁
i(1−2ηλi)

t vdi e∥i0. Note how for the ghost terms (1−2ηλi)
t=1.

Theorem 3.1.6 (Non-Ghost Point-wise Error).

Define Êd :=
(︁∑︁D′

i=1
√

E∥ivdi
)︁2

to be the amount of the point-wise error Ed that is non-ghost.

“Proof”:
• As said, the change of basis decomposes the error vector into

e=
∑︁D′

i=1
√

E∥ivi+
∑︁D

i′=D′+1
√

E∥i′vi′ , where the ghost errors are indexed by i′.

Define ê=
∑︁D′

i=1
√

E∥ivi =Pe ∈ RD to be the non-ghost components of the error, where

P=
∑︁D′

i=1 viv
T
i projects onto the non-ghost eigenvectors. Note that ê is perpendicular to

all ghost eigenvectors vi′ .
• For point d, define the amount of the point-wise non-ghost error to be êd= [ê]d ∈R and
Êd= ê2d∈R.24

□

Theorem 3.1.7 (Rate of Decay).
• Defn of Rate: The rate of decay of point d’s error at iteration t is defined to be

ratealldt :=1− E[Ed(t+1)]

E[Edt] and non-ghost error ratenon-ghostdt :=1− E[Êd(t+1)]

E[Êdt]
.14

• Initial Rate: ratealld0=4ηαd and ratenon-ghostd0 =4η αd
Pdd

,

where Pdd=
∑︁D′

i=1 v
2
di∑︁D

i=1 v
2
di

is the fraction of error that is non-ghost.15

• Final Rate: limt→∞ ratealldt =0 and limt→∞ ratenon-ghostdt =4ηλ+
min

(The former is zero since ghost error does not decay – assuming there is some).
Conjectured: λ+

min≈αmin (MM ′≥D) and λ+
min≈

D
MM ′ ᾱ (MM ′≪D).

• Fraction of Time Fast: The fast rate stalls when the error in the fast channels com-
pletes; this, however, may happen quite quickly. For example, suppose the fast channels
make up 90% of the error. Removing it decreases the error by a factor of 1

10 but only de-
creases log10(error) by an additive 1. In contrast, decreasing the error from 1 to ϵ=10−6,
requires decreasing log10(error) by another 6.

Proof:

R = (GTG)⊙(XTX) (Definition)

24Note that vi and hence this vector are still in the point-wise basis.
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rdd := (gT
d gd) (x

T
d xd)=αd 1 (Singling out dth diagonal)

R = VΛVT (Eigen decomposition)

rdd =
∑︁D

i=1 λiv
2
di=αd (Singling out dth diagonal, transitive, *)

ratealld0 = 1− E[Ed(0+1)]

E[Ed0] (Definition)

= 1−
∑︁D

i=1(1−2ηλi)
2(0+1) v2di∑︁D

i=1(1−2ηλi)2(0) v2di
(Theorem 3.1.3)

≈ 1−
∑︁D

i=1(1−4ηλi) v
2
di∑︁D

i=1 v
2
di

(Remove 4η2λ2
i )

= 1−
∑︁D

i=1 v
2
di∑︁D

i=1 v
2
di

+4η
∑︁D

i=1 λi v
2
di∑︁D

i=1 v
2
di

(Rearrange)

= 1− 1
1+4ηαd

1 =4ηαd (Orthonormal & *)

Pdd =
∑︁D′

i=1 v
2
di∑︁D

i=1 v
2
di

=
∑︁D′

i=1 v
2
di

1 (Fraction of error that is non-ghost)

ratenon-ghostd0 = 4η
∑︁D′

i=1 λi v
2
di∑︁D′

i=1 v
2
di

(Same as before except sum to D′)

= 4η
∑︁D′

i=1 λi v
2
di+

∑︁D
i′=D′+1 λi′ v

2
di∑︁D′

i=1 v
2
di

(λi′ =0)

= 4η αd
Pdd

limt→∞ ratenon-ghostdt = 1−limt→∞

∑︁D′
i=1(1−2ηλi)

2t+2 v2di∑︁D′
i=1(1−2ηλi)2t v2di

(No matter what the v2di are, both sums geometrically are dominated by the last term.)

= 1− (1−2ηλ+
min)

2t+2 v2
dD′

(1−2ηλ+
min)

2t v2
dD′

= 1−(1−2ηλ+
min)

2

= 4ηλ+
min (Remove 4η2λ2

i )
limt→∞ ratealldt = 0

(λ+
min is the smallest non-zero eigenvalue; here we include the zero eigenvalues, giving rate 0.)

□
Remark (exact initial contraction). The exact one-step contraction is ratealld0 = 4ηαd −
4η2(R2)dd. For small step size η≪1/λmax, the correction 4η2(R2)dd≤4η2αdλmax is a factor
ηλmax smaller than the leading term 4ηαd.

Theorem 3.1.8 (Extra Facts).
1. [E∥i=0] → [e perpendicular to vi].
2. E=

∑︁
d Ed=

∑︁
d e

2
d=
∑︁

i E∥i
3. E[E∥i]= 1

DE
4. E[Êd]≈ D′

D Ed (randomly rotated vi)
5. Avgiλi=

1
DTrace(R)=Avgdαd

6. No Effect of Ghost on Non-Ghost
7. If for each i, ∆E∥i=r E∥i, then for each d, ∆Ed=r Ed.16

Proof:
1. Perpendicular: Note that having a number of the spectral errors E∥i zero just means

that our error vector e is perpendicular to the subspace spanned by their eigenvectors vi.
2. E=

∑︁
d Ed=

∑︁
d e

2
d=
∑︁

i E∥i: Being an orthonormal basis, lengths of vectors are preserved.

3. E[E∥i]= 1
DE : Randomness in f1 will give randomly rotated eigenvectors vi. Randomness

in the targets y∗d gives a random rotation of the error vectors e. Either gives you the
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result.
4. E[Êd]= D′

D Ed: The ghost error is expected (with random rotations) to be distributed even

among the point errors Ed, giving that the ghost part Ed−Êd ≈ k
DEd of each remains

undecayed, while the non-ghost part Êd≈ D′

D Ed decays.
5. Avgiλi=

1
DTrace(R)=Avgdαd: The decay rate of E∥i is λi and the decay rate of Ed is αd.

These two error components are weighted averages of each other, with the sum of squares
of the weights one. Hence we expect these rates to be similar on average. The trace
identity confirms this exactly. This identity is proved using the characteristic polynomial.

6. No Effect of Ghost on Non-Ghost: Having k zeros increases the average of the others
from 1

D

∑︁
i λi to

1
D−k

∑︁
i λi, but since each point error Ed mixes all spectral components,

the frozen ghost fraction offsets this speedup.
Also because Reghost=0, ghost errors produce zero coupling noise.

7. Our assumption gives
∂E∥i
∂t = r E∥i. By definition E∥i = e2∥i. Taking the square root,

∂e∥i
∂t = 1

2e∥i

∂ e2∥i
∂t = 1

2e∥i
r E∥i = 1

2 r e∥i. Since ed =
∑︁

i e∥i vdi (change of basis), linearity of

differentiation gives ∂ed
∂t =

∑︁
i
∂e∥i
∂t vdi=

∑︁
i
1
2 r e∥i vdi=

1
2 r ed. Squaring:

∂Ed
∂t =r Ed.

□

12 Simulations:
Eigenvector Structure of R and Per-Point Rates

This section proves no results but does simulations. The highlights were listed in the list of
“theorems” as follows.

Theorem 3.2 (Simulations).
We run simulations on random R to understand what we could not prove about gradient
descent. The insights not mirrored in the theoretical results are as follows:
• αd⇔λid: When overparameterized each point d has a dedicated spectral channel id with
λid ≈αd. This allows each point to decay at its own rate αd.

• Rotating R: We try randomly rotating R in order to move our current error into faster
channels. As hoped, when MM ′<D, this did manage to decay the ghost error. However,
this did not keep the rate up near αd or ᾱ as hoped. The rate settled at λ+

min, which is
even lower than αmin. (Section 12)

• Gradient Descent: When running actual gradient descent in this same MM ′<D range,
we did not manage to get rid of the ghost error because either our rate matrices R refused
to rotate, or λ+

min dropped too close to zero.

For this discussion, independently for each point error E[Ed]=1.

Overparameterized (D′=D) Rank-deficient (D′<D)

Rank of R Recall Theorem 3.6.3 gives that whp the Rank(R)=D′=min(D,MM ′).
D=51, M=M ′=51,
MM ′=2601 ≫ D,
D′=51, k=D−D′=0

D=51, M=M ′=5,
MM ′=25 < D,
D′=25, k=D−D′=26
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Overparameterized (D′=D) Rank-deficient (D′<D)

Sensitivity αd

Eigenvalue λi

Fig 1.A and Fig 1.B
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Eigenvalue spectrum (k=0, M=51)
αd (sorted)
λi (sorted)

0 10 20 30 40 50
Index

10

20
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40

50

Va
lu

e

Eigenvalue spectrum (k>0, M=5)
αd (sorted)
λi (sorted)

Plots sensitivity α(d) for each data point d∈ [D]
and eigenvalue λ(i) for each spectral channel i∈ [D].

Sensitivity αd We set αd to be linear from αmax=15 to αmin=5.
We tried different curves α(d), but it did not make a big difference.
We did want αmin≫0 so that λ+

min≫0.

Data Rep.
xd=f1(ad)

Steepest Dir.
gd=∇zf3(zd)

Rate Matrix R

In line with Theorem 3.6.4,
we drew X∈RM×D and G∈RM ′×D i.i.d. N (0, 1).
We normalized ∥xd∥ = 1.
We scale columns ∥gd∥2 to be our chosen values αd.
We form the Khatri–Rao (Hadamard) matrix rdd′ = (xT

d xd′)(gT
d gd′).

Eigendecomposition We do a spectral decomposition R =
∑︁

i λi viv
T
i .

Ghost Channels A spectral channel i is considered ghost if λi=0.
There will be k=D−D′ of these.
Ghost Error eghost does not decay because Reghost=λie

ghost=0.
k=0. Every channel is alive. k=D−D′=51−25=26 frozen.

Fig 1.B is zero for last 26 channels.

Eigenvalues λi Fig 1 plots sorted λ(i) in red.
The trace identity

∑︁
i λi=

∑︁
d αd includes the ghost errors, so the non-

ghost average goes up by D
D′ when these are excluded.

Each point d has a dedicated
spectral channel id with λid ≈αd.
Index i has no meaning so we sort
by λi.

By the pigeon hole principle,
the D points cannot be mapped
uniquely to the remaining
D′ non-ghost channels.25

The Marchenko-Pastur distribution conjectured in “Theorem” 3.6.8 is
confirmed within ∼1.5% by simulation for two layers

R=(GTG)⊙(XTX). CV(λ) := SDV(λ)
λavg

=
√

D
MM′

Eigenvectors vi

Fig 2.A and Fig 2.B

10 20 30 40 50
Channel i (all 51)

0.00

0.02

0.04

0.06

0.08

0.10

0.12

v2 di

→0.48→0.08 →0.12 →0.15 →0.11→0.09→0.16→0.12 →0.83

Eigenvector components (k=0, M=51)
1/D= 0.020
d=0, α=15
d=25, α=10
d=50, α=5

10 20 30 40 50
Channel i (all 51)

0.00

0.02

0.04

0.06

0.08

0.10

0.12

v2 di

→0.10 →0.46→0.08→0.11 →0.12 →0.08

ghost

Eigenvector components (k>0, M=5)
1/D= 0.020
d=0, α=15
d=25, α=10
d=50, α=5

25We saw some limited evidence in our simulations that the scaled λ(i) curve tends to be between being a
straight line and trying to mirror the shape of the α(d) curve.
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Overparameterized (D′=D) Rank-deficient (D′<D)

Plots three points’ eigen-element v2di vs channel i. Recall
∑︁

i v
2
di=1. 26

Here point d=0 with α0=15 is in red, d=25 with α25=10 in green,
and d=50 with α50=5 in blue.

Fraction of Error Point d’s error can be decomposed as ed=
∑︁

i e∥i vdi. Since E[e∥i e∥i′ ]=0
for i ̸= j (eigenvector orthogonality), the cross terms vanish in expecta-
tion, giving E[Ed] =

∑︁
i E[E∥i] v2di. Hence v2di gives the fraction of point

d’s expected error in the ith channel.

Localized
Eigenvectors:

Each point d clusters around a few
channels close to their rate αd

27

with weight
∑︁

i≈id
v2di≈0.50 to 0.70.

There are a few peaks here as well
but in seemingly random places.
Eg., red α0 = 15 has a high v20,47 =
.46 within the ghost errors.
This means that this 46% of the er-
ror will never decay.

Delocalized: The rest of the error weight v2di is spread evenly between the channels.

Randomly rotated eigenvectors have |vdi|≈1/
√
D (Theorem 3.6.7).28

Error Decay
Fig 3.A and Fig 3.B
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Plots three points’ log10
(︁
E[Êdt]

)︁
=log10

(︁∑︁D′

i=1(1−2ηλi)
2t v2di

)︁
vs iteration t.

Spectral Error If the error vector e=[fW(ad)−y∗d] looks like e=vi, then ∂e=Re=λie.
Hence, spectral error i’s decay is E[E∥it]=(1−2ηλi)

2t E[E∥i0]=(1−2ηλi)
2t.

log10
(︁
E[Êdt]

)︁
≈−4ηλit giving the slope ∝ −λminλ

+
min=−5 in Fig 2Fig 3.

(Theorem 3.1.2)

Non-Ghost: Because ghost error does not decay
we only graph the non-ghost.
This means including only channels
i∈ [1,..., D′].
Each point has a random fraction

Pdd=
∑︁D′

i=1v
2
di of its error non-ghost.

E[Pdd] =
D′

D being the fraction of
non-ghost channels.
Points with large αd tend to have
larger Pdd.

29

26Eigenvectors are orthonormal.
27Meaning v2di is big for i for which λi≈αd.
28We can’t have v2di = 1/D exactly, otherwise αd=rdd=

∑︁D′

i=1 λi v
2
di=

1
D
λ̄ would be constant.

29From αd =
∑︁D′

i=1 λiv
2
di ≤ λmax · Pdd, so Pdd ≥ αd/λmax. High αd forces more weight into non-ghost

channels. Simulated: Corr(αd, Pdd) ≈ 0.66.
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Overparameterized (D′=D) Rank-deficient (D′<D)

Logarithmic We take the logarithm because the t is in the exponent
and because it gives a better impression of the total time needed.
For example, suppose the fast channels make up 90% of the error.

Removing it decreases the error by a factor of 1
10 but only decreases

log10(error) by an additive 1.
In contrast, decreasing the error from 1 to ϵ=10−6, requires decreasing
log10(error) by another 6.

Error Decay
Fig 4.A and Fig 4.B
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Plots three points’ ratedt vs iteration t.

ratedt=1− E[Êd(t+1)]

E[Êdt]
=1−

∑︁D′
i=1(1−2ηλi)

2t+2 v2
di∑︁D′

i=1(1−2ηλi)2t v2
di

.

Fig 3 -Slope
= Fig 4 value

−∂ log
(︁
E[Êdt]

)︁
∂t =− 1

E[Êdt]

E[Êd(t+1)]−E[Êdt]

∂t =1− E[Êd(t+1)]

E[Êdt]

One Dominant
Term

Suppose this sum is dominated by term i∗.
E[Êdt]≈(1−2ηλi∗)

2t v2di∗ ≈e−4ηλi∗ tv2di∗ . log(E[Êdt])≈−4ηλi∗t+c.

ratedt=1− (1−2ηλi∗ )
2t+2 v2

di∗
(1−2ηλi∗ )

2t v2
di∗

=1−(1−2ηλi∗)
2≈4ηλi∗ . (or simply λi∗).

Initial Rate
rated0=4ηαd

The initial Rate when considering all error is ratealld0 = 4ηαd and when

considering just non-ghost error is ratenon-ghostd0 =4η αd

Pdd
(Theorem 3.1.7)

High-αd advantage
is brief

The sum
∑︁D′

i=1(1−2ηλi)
2t v2di is

dominated by the (1−2ηλid)
2t v2did

term giving a rate of λid because the
v2did is so big.
A few iterations t decays the er-
ror in fast channels (λi large) and
then slowest channels (λmin) domi-
nate. Here this occures within t≈48
iterations. With M=200≫D, R is
more diagonal and the spread lasts
t≈87 iterations.

Dies out even faster.

Rate Goes to
ratedt=4ηλ+

min

When the remaining channels have equal v2di, then the terms in the sum∑︁D′

i=1(1−2ηλi)
2t v2di grow geometrically as the λi get smaller. Hence,

this is dominated by the (1−2ηλ+
min)

2t v2dimin
term giving a rate of λ+

min.

Minimum λ+
min Due to 1-1 mapping λ+

min=αmin=5. λ+
min≈

(︁√
D

MM′ −1
)︁2

ᾱ

=
(︁√

51
52 −1

)︁2
10=1.83. We got 1.15.
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Overparameterized (D′=D) Rank-deficient (D′<D)

Running time The stopping condition is that error reaches ϵ.
See the dotted line in Fig 3 log10(ϵ)=log10(10

−6)=−6

# iterations is between Θ(α−1
d log(E/ϵ)) and O(λ+

min

−1
log(E/ϵ)).

Changing R
Fig 5.A and Fig 5.B
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Same as Figs 4, except R changes each iteration.
In gradient descent both zd and f3

30 change, which changes gd, R, V,
and the spectral split, which moves error that had been slow or even
ghost into other random places.
Each iteration, we replace c = 0.50 fraction of the gradient gdt with a
random vector.31

These varying matrices are combined as et =
∏︁t−1

t′=0(I− 2ηRt′) e0

Ghost Error
Decays

No ghost error anyway Fig 3.B only showed the non-ghost
error, while Fig 5.B shows all error.
Varying R makes the ghost error go
away.
The dashed line in Fig 5.B shows the
fixed R plateauing at 10−0.3 with
ghost error stuck.

Rate Goes to
ratedt=4ηαmin

Varying R makes very little change.
Like with fixed R, the rate quickly
goes to αmin = λ+

min = 5.
(Here it spends less time with rate
αd)

Larger c moves the rate
from from λ+

min=3.3 to αmin=5.

c rate final error

0 (fixed) stuck 2.6× 101

0.10 0.40 5× 10−6

0.25 1.86 1.4× 10−31

0.50 4.25 2.2× 10−74

0.75 5.29 6.0× 10−92

1.00 5.14 1.6× 10−91

Disappointing The author was hoping varying R would bring the rate up to λ̄= ᾱ=
10 32 or even λid ≈15, because each new R gives new channels and new
distribution of error in those channels.

30We don’t change f3 in this part of the paper.
31g′

d(t+1)=(1−c) gdt
∥gdt∥

+c ∆gdt
∥∆gdt∥

and gd(t+1)=
√
αd

g′
d(t+1)

∥g′
d(t+1)

∥ .

32By the trace identity:
∑︁D

i=1 λi = Trace(R) =
∑︁D

d=1 αd
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Overparameterized (D′=D) Rank-deficient (D′<D)

These quick drops towards zero and return occur when the values of each
terms does not change that much but which term dominates changes:
(term1,t−term2,t)

2≈(term1,t)
2

(term1,(t+1)−term2,(t+1))
2≈(0)2

(term1,(t+2)−term2,(t+2))
2≈(−term2,(t+2))

2

Total E Higher The total error E =
∑︁50

d=0 e
2
d being a sum is on average D = 51 times

bigger and hence its log10 is 1.7 higher.

Real Gradient
Descent
Fig 6.A
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Real: Rows 1–4 construct R with prescribed αd and compute the spec-
tral formula directly—no gradient descent is run.
Row 5 perturbs gd synthetically while keeping ∥gd∥2=αd fixed.
Here we run actual gradient descent on a neural network with random
⟨f1,W0, f3⟩, and ReLU activations. The sensitivities αdt = ∥gdt∥2 are
computed from the current Wt—they are not prescribed. As W evolves,
the ReLU gates flip, changing gd and hence Rt.
In this experiment, the error decays to near zero, ordered by initial αd

as the per-point analysis predicts.
The final rate settles near λ+

min≈3.0.
The reason the decaying stops at 10−32 is because of variable accuracy.

Sensitivity
αdt Over Time
Fig 6.B
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This plots how the sensitivity αdt=∥gdt∥2 changes each iteration t during
this real gradient descent. After a brief initial transient (∼50 iterations,
during which the ReLU gates settle), αdt stabilizes, though individual
points may shift 10–40% from their initial values. The per-point rate
formula holds because the αd that determine it settle quickly. With ran-
dom initialization, all αd are similar (≈10–13), so there is less per-point
spread than in our prescribed simulations (5–15).
ReLU provides the most favorable per-point setting: random gate pat-
terns create genuine per-point spread, and αd changes only at discrete
gate-flip events. Smooth activations (sigmoid, tanh) start with all αd0

nearly equal and can collapse as outputs saturate (σ′(0) ≫ σ′(100)).
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Overparameterized (D′=D) Rank-deficient (D′<D)

Gradient Descent
Fails to Help
Decay Error:

With no ghost error, this case con-
verges to zero whatever we do,
though the rate may be slow.

We tried a number of different
architectures and parameters (soft-
plus f3 from Theorem 3.6, training
only W) and in each found one of
two cases:
Lazy: R remains mostly fixed so
everything looks like Rows 1–4 and
the ghost errors do not decay.
Non-Lazy: R changes substan-
tially, but many αd → 0 (vanishing
gradients), dragging λ+

min → 0 with
them. The non-ghost rate crashes
and ghost errors remain frozen.
• The collapse of αd for some
data points is the neural-network
analogue of vanishing gradients:
data points whose αd → 0 become
invisible to the gradient and stop
learning.
• Real networks mitigate this
with Adam, batch normalization,
learning-rate schedules, etc.—
techniques that stabilize αd while
still allowing R to evolve. Our
time-varying walk (Row 5) models
the idealized outcome: gd changes
enough to drain ghosts while αd

stays controlled.
Sorted by increasing change in R.
Final values of αmin, λ

+
min, & Error

almost sorted decreasing.

Activation MM ′ k R change αmin λ+
min Error

ReLU 2601 0 32% 3.9 2.9 100%
softplus 25 26 50% 3 0.10 5%
softplus 49 2 82% 0.3 0.0000 34%
ReLU 25 26 98% 0.8 0.001 50%
softplus 64 0 134% 0.2 0.003 3%
softplus 36 15 314% 0.0 0.009 6%

The time-varying walk does not claim to replicate gradient descent. It
models the best-case scenario: gd randomizes enough to rotate the null
space while ∥gd∥2 = αd stays fixed. Real feature learning lies between
lazy (Fig 3) and full randomization (Fig 5).
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13 Negligible Noise

This section restates and proves Theorem 3.3.

Theorem 3.3 (Negligible Noise).
The point-wise decay rate is rd=αd with negligible noise when either

Random f3 Arbitrary f3

Random f1 M≥Ω
(︁√︂

αmax
αmin

emax
emin

D
)︁
16 M≥Ω

(︁
αmax
αmin

e2max

e2min
D2
)︁

Arbitrary f1 M ′≥Ω
(︁
αmax
αmin

e2max

e2min
D2
)︁
(Conjectured) No. The noise dominates.

Conditions:
• Random f1 and X: These results use randomness in f1 to ensure whp that the data
representation xd=f1(ad) has randomly rotated eigenvectors ˆ︁V≈ 1√

DH.
For example, the input could be a single real number ad, with f1 consisting of one layer
of activations followed by random weights.

• Arbitrary f3 (worst case): The worst case for f3 is when all gradient directions
coincide: ĝd= ĝd′ for all d, d′. This gives gT

d gd′ =
√
αdαd′ , maximizing the off-diagonal

terms |rdd′ |. A linear f3 with identical gd is one such case, but the bound holds for any
f3 whose gradients are collinear.

• Random f3: When f3 is chosen randomly, the gradients are approximately pairwise
orthogonal, decreasing gT

d gd′ and hence the noise.
• Arbitrary f1 (worst case): This is listed as a conjecture because the proof covers
delocalized eigenvectors (v2di ≈ 1/D) and nearly localized ones (v2di ≈ 0/1), but not the
intermediate regime.

• Trivial Case: When f1 is such that XTX = I, then R = diag(αd) and rates decouple
trivially: each point decays independently at rate αd with zero noise.

Proof. The goal is to show that the off-diagonal noise ξd :=
∑︁

d′ ̸=d |rdd′ ed′ | is at most half the
diagonal signal αd |ed|.

Case 1: Random f1, random f3. Both xd ∈ RM and ĝd ∈ RM ′
are random, so the

near-orthogonality theorem applies to both:

|xT
d xd′ | ≤ O

(︂√︃
logD

M

)︂
(Thm 6.6: random unit xd in RM )

|ĝTd ĝd′ | ≤ O
(︂√︃

logD

M′

)︂
(Same theorem for unit ĝd in RM ′

)

|rdd′ | =
√
αdαd′ · |ĝTd ĝd′ | · |xT

d xd′ | (Factor: gd=
√
αd ĝd, ∥xd∥=1)

≤ √
αdαd′ ·O

(︂
logD
M

)︂
(Multiply the two bounds; set M ′=M)

Set the bound to the target
√
αmin√
αmax

emin
emax

1
2D . This gives M≥Ω

(︁√︂
αmax
αmin

emax
emin

D
)︁
.

Case 2: Random f1, arbitrary f3. Only xd is random; the worst case is ĝd = ĝd′ so
gT
d gd′ =

√
αdαd′ .
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|rdd′ | =
√
αdαd′ · |xT

d xd′ | (All gradient directions equal: |ĝTd ĝd′ |=1)

≤ √
αdαd′ ·O

(︂√︂
logD
M

)︂
(Only one near-orthogonality bound)

Set
√︂

logD
M =

√
αmin√
αmax

emin
emax

1
2D . This gives M≥Ω

(︁
αmax
αmin

e2max

e2min
D2
)︁
.33

Case 3: Arbitrary f1, random f3. Only ĝd∈RM ′
is random; xd is arbitrary.

|rdd′ | =
√
αdαd′ · |ĝTd ĝd′ | · |xT

d xd′ | (General factored form)

≤ √
αdαd′ ·O

(︂√︂
logD
M ′

)︂
(Worst case |xT

d xd′ |=1; only ĝ orthogonality)

Set
√︂

logD
M ′ =

√
αmin√
αmax

emin
emax

1
2D . This gives M ′≥Ω

(︁
αmax
αmin

e2max

e2min
D2
)︁
.34

Case 4: XTX = I. Then xT
d xd′ = 0 for d ̸= d′, so rdd′ = 0 and R = diag(αd). Each error

decouples: ∆ed = 2ηαd ed, giving rate αd with zero noise. □

Shared conclusion (Cases 1–3). In each case we have arranged |rdd′ | ≤
√
αdαd′ · τ where

τ =
√
αmin√
αmax

emin
emax

1
2D .

Signal: rdd ed = αd ed (Defn of R’s diagonal with ∥xd∥=1)

Noise: |rdd′ ed′ | ≤
√
αdαd′ · τ · |ed′ | (Plug in bound from the relevant case)

≤ 1
2D αd |ed| (Since

√︁
αd′/αmax≤1,

|ed′ |/emax≤1,
√︁
αmin/αd emin/|ed|≤1)

ξd :=
∑︁

d′ ̸=d |rdd′ ed′ |≤
1
2 αd |ed| (Sum D−1 terms, each ≤ 1

2Dαd|ed|)
∆ed = 2η

∑︁
d′ rdd′ ed′ (Theorem 3.1.1)

≥ 2η αd ed−2η
∑︁

d′ ̸=d |rdd′ ed′ | (Triangle inequality)

≥ 1
2 ·2η αd ed. (Noise ≤ half of signal) □

Remark. The quadratic improvement from Case 2 to Case 1 has a clean explanation: with
collinear gd, only the x-side factor in rdd′ = (gT

d gd′)(x
T
d xd′) concentrates. With random gd,

both factors are O
(︁√︁

logD/M
)︁
, and their product is O(logD/M)—each dimension of width

M contributes orthogonality twice. Conversely, Case 3 is weaker than Case 2 because |xT
d xd′ |

can reach 1 without random f1; the αmax/αmin penalty compensates for the lost cancellation.

14 Managed Noise

This section proves the conditional gradient-flow bound summarized in Theorem 3.4. We
prove it directly from the coupling hypothesis, without a random-walk approximation. The
parameter ρ below is a specified coupling constant; identifying it with a function of network
width requires a separate argument.

33Squaring the bound: squaring eliminates the
√
· on the α ratio (unlike Case 1 where two

√
· factors

partially cancel), and also gives D→D2 and emax/emin→e2max/e
2
min.

34Without random f1, the x-side provides no concentration (|xT
d xd′ | can reach 1), so only ĝ-orthogonality

contributes. The bound matches Case 2 (with M→M ′) because each has exactly one concentrating factor.
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Lemma 1 (Conditional managed-noise bound for gradient flow). Consider an existing gradient-
flow trajectory on [0, T ] for the sum of squared residuals, with normalized feature columns and
exact residual dynamics

ėd(t) = −2αded(t)− 2ξd(t), ξd(t) =
∑︂
j ̸=d

Rdj(t)ej(t).

Assume Rdd(t) = αd > 0 is constant for every d.35 Define

Ed = e2d, S(t) =
1

D

∑︂
d

αdEd(t), ᾱ =
1

D

∑︂
d

αd, αmin = min
d

αd.

Suppose, for a constant ρ > 0, that

|ξd(t)| ≤
√︁
ραdS(t) for every d and every t ∈ [0, T ], ρᾱ < αmin.

Put c =
√︁
ρᾱ/αmin and γ = (1− c)αmin > 0. Then, for every t ∈ [0, T ],

S(t) ≤ S(0)e−4γt

and

|ed(t)| ≤ |ed(0)|e−2αdt +

√︁
ραdS(0)

αd − γ

(︁
e−2γt − e−2αdt

)︁
.

Here αd − γ > 0. In particular, Ed(t) ≤ DS(0)e−4γt/αd. If ρᾱ ≤ αmin/4, then γ ≥ αmin/2.

Proof. Let Q(t) = D−1
∑︁

d α
2
ded(t)

2. Constancy of the sensitivities and the exact flow equa-
tions give

Ṡ = −4Q− 4

D

∑︂
d

αdedξd.

By the coupling hypothesis and Cauchy–Schwarz,⃓⃓⃓⃓
⃓ 1D∑︂

d

αdedξd

⃓⃓⃓⃓
⃓ ≤

√
ρS

D

∑︂
d

α
3/2
d |ed|

≤
√
ρS

D

(︄∑︂
d

α2
de

2
d

)︄1/2(︄∑︂
d

αd

)︄1/2

=
√︁

ρᾱSQ ≤ cQ,

where the final step uses Q ≥ αminS. Consequently Ṡ ≤ −4(1 − c)Q ≤ −4γS. Integration
proves the collective bound, including when S(0) = 0.
For each point the integrating-factor formula is

ed(t) = ed(0)e
−2αdt − 2

∫︂ t

0
e−2αd(t−s)ξd(s) ds.

The collective bound gives |ξd(s)| ≤
√︁
ραdS(0)e

−2γs. Taking absolute values and integrating
gives the stated envelope. Since ρ > 0 and c < 1, we have γ < αmin ≤ αd. The simpler
squared-error estimate follows from αdEd ≤ DS. Finally, the stronger condition gives c ≤
1/2.

35Fixed nonlinear f3 does not make αd(t) constant: as zd(t) = Wtxd evolves, so does ∇zf3(zd). When
sensitivities vary, Ṡ acquires an additional term 1

D

∑︁
d α̇d Ed not bounded here. Constant αd is an explicit

simplifying assumption. Extending to discrete GD requires accumulated O(η2)-per-step remainder control.
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Scope and interpretation. The full matrix R(t) need not be constant, but its diagonal
and the coupling hypothesis must satisfy the stated assumptions throughout the interval.
Fixed nonlinear f3 alone does not make its sensitivities constant. This is a gradient-flow
result, not a finite-step GD result. It is conditional on the trajectory existing; if it exists
globally and the hypotheses hold for all time, every point’s residual tends to zero.
The envelope separates a self-decay term from an upper bound on coupling. It proves neither
matching individual rates, monotonicity of each point’s error, two phases of training, nor
threshold tracking. If ρ = 0 is permitted as a separate case, the coupling is zero and ed(t) =
ed(0)e

−2αdt exactly.

Why there is no below-threshold restoring force. For

R =

(︃
1 1/4

1/4 1

)︃
, α1 = α2 = 1, ρ = 1/8,

the coupling bound holds for every residual. At e = (1/10, 1)T , E1 = 1/100 < ρS = 101/1600,
but Ė1 = −4(1/10)(1/10 + 1/4) = −7/50 < 0. A below-threshold point can therefore keep
decreasing.

Random-network application remains separate. The scalesD/(MM ′) for suitably in-
dependent feature and gradient directions, and D/M for a linear readout, motivate possible
choices of the coupling constant. We do not prove those choices for the stated random-network
model here, even at initialization. Such a result needs a specified probability model, treat-
ment of residual dependence, explicit constants and failure probability, and the appropriate
simultaneous-point control. A training-time application additionally needs persistence along
the trajectory. The conditional theorem itself requires none of these probabilistic approxima-
tions. Approximately stalled points cannot simply be deleted from its dynamics; applying it
to an active subset requires controlling the forcing from the omitted points.

15 Random Walks (Instructive Failed Approach)

Why this section is here. A random-walk argument initially looked promising for bound-
ing the noise: if sign(ξd) is independently random at each iteration, the signal grows with T
and the noise with

√
T . The approach fails because sign(ξd) correlates with sign(ed) through

the ghost mechanism. We present the argument and its failure because they illuminate the
difficulty of the coupling problem.
Caveat: The result below assumes marginal symmetry of the noise sign. Marginal sym-
metry alone does not imply square-root-in-time fluctuations under temporal dependence, so
this is not a convergence theorem for GD. It is a self-contained random-walk lemma whose
application to training requires the (unproved) condition ∀t E[ξdt | Bd] = 0.

Theorem 3.5.1.a (Random Noise Sign).
At each iteration t, the noise has zero mean (E[ξdt]= 0 and symmetric), giving it a random
± sign.

Proof. The noise ξd=2η
∑︁

d′ ̸=d(g
T
d gd′) (x

T
d xd′) ed′ ∈R has three potential sources of random-

ness (any one suffices for E[ξd]=0).
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• Random xT
d xd′: Each entry xmd within the data representation X ∈ RM×D is inde-

pendently normally distributed with mean zero (Theorem 3.6.4) over randomness in the
network’s fixed feature map f1. If M<D, then there is dependence between the points d.
However, when computing the sum ξd=2η

∑︁
d′ ̸=d(g

T
d gd′) (x

T
d xd′) ed′ we can use the fact

that the expectation of the sum is the sum of the expectation.
• Random gT

d gd′: If the f3 inputs zdt ∈ RM ′
are sufficiently distinct, then the gradi-

ents gdt =∇zf3(zdt)∈RM ′
have independent normally distributed entries gm′dt. (Theo-

rem 3.6.4)
• Random ed′: We argue that the non-ghost component of the point-wise error edt =
f3(zdt)−y∗d is independently normally distributed, so its ± sign is random.
– Initial Errors: Suppose everything about gradient descent (input and network weights)

were fixed adversarially, except for the targets y∗d. We could choose these targets so
that the point errors edt = f3(zdt)−y∗d are independently normally distributed with
mean zero.

– Ongoing Errors: Consider gradient descent as the following game. f3 is chosen
randomly. The goal of the GD player is to learn a value zd such that f3(zd)= y∗d for
given targets y∗d. Each iteration t, the player is allowed to give a vector zdt and in
response learns a barely useful fact ∇WE =

∑︁
d(∇zdEd)xT

d . The player considers the
distribution on f3 conditioned on this information over the previous iterations. As in
any 20-questions game, the optimal strategy would be to choose the next query zd so
that the sign of f3(zdt)−y∗d were independently 50/50 random.

– Adversarial Dependence: Theorem 3.5.3 shows that this argument fails because
the error concentrates on ghost errors, which do not decay.

Theorem 3.5.1.b and 2 (Probability of Success).
Random ± sign on the noise implies a random walk where the signal grows with T and the
noise with

√
T .

The sign of the noise ξdt, though random at each iteration, likely has huge dependence across
iterations. For example, if nothing changes then the noise does not change ξdt=ξd(t−1). This

does mean, however, with probability 1
2 all the noise is helpful. Hence, you only need to run

the gradient descent twice to get the results you want. We generalize this idea to handle more
complex adversarial dependencies.

Setup: Let’s simplify the notation.36 Let r denote the additive per-iteration signal decay
rate, ξ magnitude of the noise, and µt ∈ {−1,1} its sign. The progress after T iterations is
given by P (T ) = rT+(

∑︁
t µt)ξ. Assume ∀tPr[µt = 1] = 1

2 . What is harder to argue is that
these events are independent. The next lemma proves that even without this, the probability
of success is at least r

4ξ .

Formal Statement:

36Because random walks are generally additive not multiplicative, we do the following transformation.
Having the change in error be proportional to the current error ∂ed = 2η αded leads to geometric decay.
Namely, edt=ed(t−1)−∂ed=(1−2η αd)

ted0≈e−2η αd ted0. Taking the logarithm gives additive decay ln(edt)=
ln(ed0)−2η αd t. We then define r=2η αd and ξ = |∂ ln(ed) − r|. Note we drop the index d and assume that
these do not change over iterations t.
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• Classic Random Walk: If each sign µt is independently random, then
E[|
∑︁

t µt|]=Θ(
√
T ) and E[P (T )]≥rT−ξ

√
T .

When T ≥
(︁2ξ

r

)︁2
, E[P (T )]≥ 1

2rT .
• Worst Case Dependence: If ∀tPr[µt=1]= 1

2 , then
Pr[
∑︁

t µt≥−2ϵT ]≥ϵ
Pr[P (T )=rT+(

∑︁
t µt)ξ≥ 1

2rT ] =Pr[
∑︁

t µt≥− r
2ξT ]≥

r
4ξ

This is tight.37

Proof.
Let A denote the event that

∑︁
t µt<−2ϵT .

By the contrapositive, assume that PrD[A]<ϵ.
Let D′ denote the distribution D conditioned on A.
By Claim 1, there exists t∈ [T ], such that PrD′ [µt=1]≤ 1

2−ϵ.
Then PrD[µt=1]=PrD[µt=1|A]PrD[A]+PrD[µt=1|A]PrD[A]<(12−ϵ)·1+1·ϵ= 1

2 .
Claim 1: Consider any possibly dependent distribution D′ on µt∈{−1,1}.[︁
PrD′ [

∑︁
t µt<−2ϵT ]=1

]︁
⇒
[︁
∃t PrD′ [µt=1]≤ 1

2−ϵ
]︁
.

Proof of Claim 1: Assume PrD′ [
∑︁

t µt<−2ϵT ]=1.

E[µt] = 2Pr[µt=1]− 1 (Definition)∑︁
t(2Pr[µt=1]− 1) =

∑︁
t E[µt] = E

[︁∑︁
t µt

]︁
≤ −2ϵT (Linearity; a.s. < c ⇒ E ≤ c)∑︁

t Pr[µt=1] ≤ T (12 − ϵ) (Rearranging)
∃t Pr[µt=1] ≤ 1

2 − ϵ (Averaging / pigeonhole)

□

Theorem 3.5.3 (Adversarial Dependence).
The statement and proof appear at the beginning of Part II.

16 Random Network Structures

This section restates and proves all of the sub-results in Theorem 3.6, capturing properties
arising from f1 and f3 being sufficiently complex and random.

Theorem 3.6.1 (Rank of X). For random f1 with sigmoids, X ∈ RM×D has full rank
min(D,M).
With ReLU, columns may coincide (see Theorem 3.6.5).

Proof.
An Example f1 Model/Architecture: f1 takes input ad and produces xd = f1(ad) ∈
RM .

Sigmoid Activations:
ad ∈ R Worst case input type is a single real number.

37Worst Case Distribution: With probability ϵ, set all µt=1. Otherwise, independently for each t∈ [T ],
let µt = 1 with probability q = ( 1

2
−ϵ)(1−ϵ)−1 ≈ 1

2
− 1

2
ϵ. Note that Pr[µt = 1] = ϵ+(1−ϵ)q = ϵ+( 1

2
−ϵ) = 1

2
.

Conditioned on the independent case, E[
∑︁

t µt] = qT −(1−q)T ≈−ϵT and PrDϵ [
∑︁

t µt <−2ϵT ]≤ ϵ. Hence,
without the condition, PrDϵ [

∑︁
t µt<−2ϵT ]≤2ϵ.
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ω, ω′ ∈ RM Random mult./add. weights from input to node
m.

x′
md = Sig(ωmad − ω′

m) ∈ R Post (sigmoid) activation values.
W′ ∈ RM×M A fully connected layer of random weights
xd = Sig(W′x′

d) ∈ RM xd = f1(ad), X = [xd | d ∈ [D]]
ReLU Activations:
x′
md = ReLU(ωmad − ω′

m) ∈ R
xd = ReLU(W′x′

d) ∈ RM

If ωm and ad are distinct, X′ = [Sig(ωmad − ω′
m)]md has full rank min(D,M): since sigmoid

is analytic and non-polynomial, this is a standard property of Chebyshev systems (Pinkus
[1999], cf. the Vandermonde argument). Multiplying by random W′ ∈ RM×M and taking
another sigmoid keeps this rank.

Theorem 3.6.2′ (∀Z Random f3 Rank of G).
For fixed pairwise distinct z1, . . . , zD ∈ RM ′

and random f3, G ∈ RM ′×D has full rank
min(D,M ′) with probability one over the random weights of f3.

Proof.
An Example f3 Model/Architecture: f3 produces the scalar output f3(zd).

zd ∈ RM ′
Input to f3.

ẑd = Sig(zd) ∈ RM ′
Component-wise activation.

ω, ω′ ∈ RM ′
Output weights and bias

W′ ∈ RM ′×M ′
A fully connected layer of random weights

f3(zd) = ωTSig(W′ẑd + ω′) ∈ R Output.

Distinct zd give distinct ẑd = Sig(zd) (sigmoid is strictly monotone). Define S ∈ RM ′×D by
Sjd = Sig′(w′T

j ẑd + ω′
j), where w′

j is row j of W′. This plays the role of X′ in the Rank
of X proof (analytic, non-polynomial Sig′ at random linear functionals of distinct inputs,
with biases), so by the same Chebyshev/Pinkus argument S has full rank min(D,M ′) a.s.
over (W′, ω′).
By the chain rule, gm′d = Sig′(zm′d) · [W′T diag(ω)S]m′d. The square matrix W′T diag(ω) is
invertible a.s., so Rank(W′T diag(ω)S) = Rank(S) = min(D,M ′). Each factor Sig′(zm′d) > 0
is a fixed positive constant (depending on zd, not the random weights), so entry-wise scaling
cannot make all maximal minors vanish.38 39

Changing Z: As gradient descent proceeds, it changes W, zd = Wxd, gd := ∇zf3(zd), and
R = (GTG)⊙ (XTX) to unpredictable values.

38Each minor determinant det(GI) =
∑︁

σ sgn(σ)
∏︁

i Sig
′(zm′

i,dσ(i)
) Ĝm′

i,dσ(i)
is a multilinear form in the

entries of Ĝ = W′T diag(ω)S with all nonzero coefficients (
∏︁

i Sig
′(·) > 0 for every permutation σ), hence

not identically zero.
39Without biases, Sig′ may be symmetric (Sig′(z) = Sig′(−z)), so setting zd′ = −zd would make the columns

of G identical for every w. With biases, the symmetry breaks: Sig′(wT ẑd + b) = Sig′(wT ẑd′ + b) requires
either wT (ẑd− ẑd′) = 0 (measure-zero hyperplane) or, for symmetric Sig′, b = −wT (ẑd + ẑd′)/2 (one bad bias
value).
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Theorem 3.6.2 (Random f3 ∀Z Rank of G).
For fixed random f3, the set of pairwise-distinct (z1, . . . , zD) for which G has rank less than
min(D,M ′) is a measure-zero analytic subvariety of RM ′×D.

Proof. For each size-min(D,M ′) minor of G, h(Z) = det(GI(Z)) is analytic in Z (since Sig′

is analytic). By Theorem 3.6.2′, there exist z1, . . . , zD at which G has full rank, so h is
not identically zero. The zero set of a non-identically-zero analytic function on RM ′×D has
measure zero.

R = (GTG)⊙ (XTX) has Khatri–Rao structure (Hadamard product of Gram matrices).

Theorem 3.6.3 (Rank of R). For fixed random f3, the set of pairwise-distinct (z1, . . . , zD)
for which R ∈ RD×D has rank less than min(D,MM ′) is a measure-zero analytic subvariety
of RM ′×D.

(The Jacobian J ∈ RD×MM ′
with Jd,MM ′ = ∂fW(ad)

∂WMM′
also has rank D since R = JJT .)

Proof. rdd′ = (gT
d gd′)·(xT

d xd′) is the Hadamard product of two Gram matrices, so Rank(R) ≤
Rank(GTG) ·Rank(XTX) ≤ M ′ ·M , and since R is D×D, Rank(R) ≤ min(D, MM ′). For
tightness, each maximal minor of J = [gd⊗xd]d is an analytic function of the random weights
in f1 and f3. By Theorems 3.6.1 and 3.6.2, there exist weights at which G and X separately
have full rank.40 For a single-hidden-layer f3 with analytic activation and random weights,
Theorem 3.6.2′ provides a witness at generic Z: the resulting analytic functions are not
identically zero and their common zero set has measure zero.

Theorem 3.6.4 (Approximately Normal X and G).
For random f1, each entry is xmd ≈ N (0, 1

M ) (columns may be correlated).
For random f3, each entry is gm′d ≈ N (0, 1

M ′ ) (columns may be correlated).

Proof.
• Sum of Independent Terms: If X′ is linearly independent and each w′

mm′ is indepen-
dently drawn from Dmm′ with mean 0, variance 1

M , then by the Central Limit Theorem
(Lindeberg version), [W′x′

d]m =
∑︁

m′ w′
mm′x′m′d is approximately N (0, 1/M) for large M

(mean 0, variance σ2∥x′
d∥2 = 1/M).

• Rows Independent: Each row of X is fully independent of the others since the rows
of W′ are mutually independent.

• Columns Dependent: For fixed neuron m, xmd and xmd′ share weight row w′
m and are

correlated with covariance σ2 x′
d
Tx′

d′ .
• Next Sigmoid: After activation, entries are bounded and no longer Gaussian, but satisfy
similar sub-Gaussian concentration.

40Full rank of J = [gd ⊗ xd] requires that the column-wise tensor products span min(D,MM ′) dimensions,
not merely G and X separately. Without such independence (e.g., if gd = xd for all d), Rank(J) can be
smaller than Rank(G) · Rank(X). The proof above establishes that the common zero set of all maximal
minors is contained in a proper analytic subvariety — hence has measure zero — provided there exists at least
one witness configuration with full rank. Constructing such a witness in the actual architecture (respecting
the constraint gd = ∇zf3(Wxd), not arbitrary gd) is the remaining step; it requires the architecture to be
sufficiently rich that distinct zd can produce linearly independent tensor products gd ⊗ xd.
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• Adversarial game: f3 changes across iterations t; the same argument applies in parallel
to all inputs zdt that f3 ever receives. An adversary choosing distinct zdt before each
iteration, knowing only past gradient updates ∇WEt′ =

∑︁
d gm′dt′ edt′ x

T
dt′ for t

′ < t, wins
if gm′dt fails to be approximately normal. We conjecture this adaptivity is not useful; in
practice it is unlikely an issue.

Theorem 3.6.5 (Coupon Collector). For random f1 with sigmoid or ReLU activation
functions and M ≥ Ω(D logD). Coupon Collector ensures each consecutive ad vs ad+1 is
split. Rank of X is D. Columns are approximately independent.

Proof.
• ReLU: If ad = c ad′ and no ReLU splits between them, then xd = cxd′ . If instead
the ad are far apart and ωm are distributed to land between them, then whp coupon
collector ensures each consecutive ad vs ad+1 is split by the ReLU of some node m:
x′
md = ReLU(ad − ωm) = 0 while x′

m,d+1 = ReLU(ad+1 − ωm) ̸= 0, giving X′ triangular
structure and hence full rank.

• Sigmoids: The same construction works, with output values ≈ 0/1.
• Columns Sequentially Independent: Full rank of X′ alone is not enough for col-
umn independence; the triangular structure of X′ is essential. With X′ known (upper-
triangular) and W′ unknown, define X′′ := W′X′ so X = Sig(X′′). Solving x′′md′ =∑︁

j w
′
mj x

′
jd′ column by column (as in Gaussian elimination): comparing columns d′ = d−1

(known) and d (unknown), terms with j < d′ use previously-determined weights and terms
with j > d vanish by triangularity. The key difference is the j = d term: it is absent for
column d′ (x′dd′ = 0) but present for column d (x′dd ̸= 0, using the not-yet-used weight
w′
md). Thus w′

md is an independent random variable not fixed by the rest of X′′, giving
x′′md one free degree of freedom.

• Next ReLU: Zeros out the negative half, producing a rectified normal distribution.

Theorem 3.6.6 (Near-Orthonormal). For random f1, X
TX ≈ I with xT

d xd′ = O
(︂√︂

logD

M

)︂
for d ̸= d′.

Proof. Choose xmd i.i.d. N (0, 1
M ), so E[∥xd∥2] = M( 1

M ) = 1 with Var(∥xd∥2) = M · 2
M2 = 2

M

(sum of χ2
1 terms), giving P

(︁⃓⃓
∥xd∥2 − 1

⃓⃓
> ξ
)︁
≤ 2 exp

(︂
−Mξ2

8

)︂
.

For d ̸= d′, xmdxmd′ are i.i.d. with mean 0 and variance E[x2md]E[x2md′ ] =
1

M2 , so E[xT
d xd′ ] = 0,

Var(xT
d xd′) = 1

M , and since each summand is sub-exponential, the sum is sub-Gaussian:
P
(︁⃓⃓
xT
d xd′

⃓⃓
> ξ
)︁
≤ 2 exp

(︁
−cMξ2

)︁
for a universal constant c > 0.

Setting ξ = O

(︃√︂
logD
M

)︃
, a union bound over the ≤ D2 pairs gives probability at least

1−O(D−1) that none fail.

Theorem 3.6.7 (Randomly Rotated Eigenvectors). ˆ︁V ≈ 1√
DH (any M vs D):

For random f1, eigenvectors of XTX satisfy v̂di ≈ Norm(0, 1
D ).

Fix s ≤ DΘ(1) delocalized test vectors q ∈ RD (meaning maxi q
2
i ≤ C · 1

D

∑︁
i q

2
i for a constant
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C), depending on ˆ︁V only through entries not being summed.41

Whp the following 4sDT sums are true simultaneously.
• ∀d

∑︁
i v̂

2
di qi = (1±ϵ)

1
D

∑︁
i qi

• ∀d |
∑︁

i v̂di qi| ≤ (1+ϵ)

√︂
1
D

∑︁
i q

2
i

• Again with the role of d and i switched
• Again for each iteration t ∈ [T ].

Remark: In contrast, the eigenvectors of R are localized.42

Proof.
• Normal: [Knowles and Yin, 2013, Bloemendal et al., 2014, O’Rourke et al., 2016] If
X has independence across rows, each entry centered with variance 1/M and bounded
fourth moment, then for any eigenvector v̂i of X

TX (nonzero eigenvalue), v̂di is roughly
N (0, 1/D).

• Ghost: When M < D, only D̂ = M eigenvalues are nonzero. The corresponding eigen-
vectors remain delocalized (v̂2di ≈ 1/D for i ≤ D̂); the D − D̂ ghost eigenvectors (λ̂i = 0)
span the null space and can be chosen delocalized too.

• Boolean: If |v̂di| = 1√
D is fixed and each sign is independent, the first sum is trivially

true and the second is a standard random-walk concentration bound.
• ˆ︁V ≈ 1√

DH: H is a Hadamard matrix – ±1 entries with mutually orthogonal rows.

• Union Bound: Each of the 4sDT sums fails with probability e−Ω(ϵ2D), so the union
bound gives overall failure probability ≤ e−Ω(ϵ2D).

• Individual vs. sum concentration: These bounds apply to weighted sums over all
terms; individual entries v̂2di have expectation 1/D but O(1) relative fluctuation (Dv̂2di →
χ2(1), not concentrated). All following theorems use only sum-level concentration.

• Test-vector restriction: The delocalization condition maxi q
2
i ≤ C · 1

D

∑︁
i q

2
i is essential.

A test vector q = ek (supported on one coordinate) would require v̂2dk ≈ 1/D, which has
order-one fluctuations and does not concentrate. The bounds above apply only to sums
where no single term dominates.

Theorem 3.6.8 (Eigenvalues - Marchenko–Pastur).

For random f1, eigenvalues of XTX satisfy CV(λ̂) := SDV(λ̂)

λ̂avg
=
√︂

D

M
.

Proof. Bai and Silverstein [2010] Thm. 3.6. Let X be M ×D with i.i.d. entries, mean zero,
variance σ2/M , and let λ̂1,..., λ̂D be the eigenvalues of XTX. Fix γ = D

M > 0 and take the

limit as D,M increase: λ̂avg := Avgi λ̂i = σ2, CV(λ̂) := SDV(λ̂)

λ̂avg
=

√
γ =

√︂
D
M . The mean

41Some test vectors q may depend on the eigenvalues λ̂i, which is compatible with independence from ˆ︁V
because for rotationally invariant ensembles (GOE, Wishart), eigenvalues and eigenvector directions are in-

dependent Mehta [2004], Anderson et al. [2010]. Some test vectors q = (λ̂i − λ̂avg) ci depend on ˆ︁V through
ci =

∑︁
d′ v̂d′i

√
αd′ed′ , which is fine since ci depends on column entries v̂d′i while

∑︁
i v̂di qi uses row entries v̂di,

and for Haar-random ˆ︁V these are approximately independent.
42Each eigenvector loads primarily on one data point.

Proof (orthogonal-data case): When XTX = I (achievable for M ≥ D), Rdd′ = (gT
d gd′)(x

T
d xd′) =

δdd′∥gd∥2 = δdd′αd. So R = diag(αd) with eigenvalues exactly αd and eigenvectors ed—maximally localized,
which is why per-point rates αd survive as meaningful quantities rather than collapsing to ᾱ.
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Figure 2: Supporting the Conjecture stated in Theorem 3.6.8′

follows from Avgiλ̂i = 1
D tr(XTX) = 1

D

∑︁
m,d x

2
md → σ2 by the law of large numbers; the

variance is a standard moment of the Marchenko–Pastur density.

Theorem 3.6.8′ (R Eigenvalues). For random f3:
Proven:
• λ̄ = ᾱ and λ+ = D

D′ ᾱ (fewer channels share the trace budget Dᾱ).
• D′ = min(D,MM ′) and k = D−D′ zero eigenvalues (ghost channels) follows from item 3.

Conjectures: Verified to 1.5% across all tested values.
• CV(λ) ≈

√︁
D/MM ′ for the CV of all D eigenvalues (including zeros) when sensitivities

αd are approximately equal; for heterogeneous αd, CV(λ) ≥ CV(α).
• MM ′ ≫ D: 1-1 mapping between data points and spectral channels, λid ≈ αd, so
λmin ≈ αmin (Figure 2.A).

• MM ′ ≈ D: λ+
min ≈

(︁√︁
D/MM ′ − 1

)︁2
ᾱ, dipping close to zero and stalling “non-ghost”

error decay; fixed by calling such near-zero channels ghost.
• MM ′ ≪ D: Non-zero eigenvalues of R concentrate around λ+ = D

D′ ᾱ regardless of αd

diversity, so λ+
min ≈ c D

MM ′ ᾱ for c ≥ 1
2 (Figure 2.B).

“Proof”:
• λ̄ = ᾱ by the trace identity λ̄ = 1

D Tr(R) = 1
D

∑︁
d αd.

• λ+ = 1
D′
∑︁D′

i=1 λi =
D
D′

1
D

∑︁D
i=1 λi =

D
D′ λ̄ = D

D′ ᾱ.

• CV(λ) ≈
√︁

D/(MM ′): empirical.

• By the Marchenko–Pastur standard deviation law, λ+
min ≈

(︁√︁
D/(MM ′)−1

)︁2
α (assuming

all αd equal; we substitute ᾱ or αmin as appropriate).
• As MM ′ ≫ D, off-diagonals of R vanish, R → diag(αd), λid → αd, so λmin → αmin

(Figure 2.A; proved for M ≫ D in Theorem 3.3).

• When MM ′ ≤ D, Figure 2(B) shows the MP ratio

(︁√
D/MM ′−1

)︁2
D/MM ′ closely tracks

λ+
min

λ+
from

simulation. Assuming this:

λ+
min ≈

(︁√
D/MM ′−1

)︁2
D/MM ′ λ+ (rearranged.)

=

(︁√
D/MM ′−1

)︁2
D/MM ′ ( D

MM ′ ᾱ) (using λ+ = D
MM ′ ᾱ.)

=
(︁√︁

D/MM ′ − 1
)︁2

ᾱ.
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Simulations for αmax/αmin from 1 to 100 show λ+
max/λ

+
min changes by less than a factor of

2.
• When MM ′ ≪ D,

(︁√︁
D/MM ′ − 1

)︁2
ᾱ ≈ D

MM ′ ᾱ = λ+, confirming the D
MM ′ factor,

though it cannot equal λ+
min exactly unless all non-zero eigenvalues coincide. Simulations

give c =
λ+
min

λ+
≥ 1

2 for D
MM ′ ≥ 11.

17 Extensions and Generalizations

The preceding theorems make simplifying assumptions. This section shows when simplifying
assumptions can be relaxed: Equal λ̂i; Ignoring Stalled Points; Worst case Weights W;
Second-Order Effects; Generalizing to ⟨α, β⟩-PL Sensitivity; Removing Redundant Rows.

17.1 Between the Lazy (NTK) and Feature-Learning

The regime for Part II is in the middle between the Lazy Training and Feature-Learning
Regimes. It does not learn features as the M features of data point d in xd :=f1(ad)∈RM are
produced by a fixed pre-processing function f1. The post-processing function is also fixed. It
is not Lazy because the rate matrix Rt=(GT

t Gt)⊙(XTX) changes each iteration. It is not
NTK because f3 is highly nonlinear, not approximately linear.

Lazy (NTK)
Part II

Middle Ground
Feature
Learning

Width
M≥poly(D)

(strongly overpar.)
MM ′≥Ω(D)
(mildly overpar.)

Practical scale
(moderate width)

Pre(f1) Post(f3)
Processing

≈ Fixed
(barely change)

Fixed
(pre-learned
or random)

Learned
(adapt to data)

Features xd ≈ Fixed Fixed Learned

Weights W Barely move Full GD Full GD

Rate matrix Rt
≈ Fixed

(≈K0)
Changes

(via W, zd,gd)
Varies

Linearized? Yes
No

(full nonlinear f3)
No

Suboptimal
minima
avoided

Proven
(NTK theory)

Proven
(Part I)

Empirically yes;
theory open

Convergence
Rate

Single collective
rate λmin(K)

Per-point
rate αd

Converges
empirically

Generalization
Worse

(random features)
Unknown

Best
(learned features)
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17.2 Ignoring Stalled Points

It is well known that if the error landscape gets flat then the gradient descent stalls. We
show that this occurs on a point-by-point basis. When the gradient αd :=∥∇zf3(zd)∥2 → 0,
progress on its error Ed := (fW(ad)−y∗d)

2 does stall. This progress comes in two forms:
(i) on its own, Ed decays at rate Θ(αd) (since ∥xd∥= 1), which clearly stalls with αd; and
(ii) noise/coupling from other data points, which the following lemma shows also stalls,
proportionally with

√
αd. Oddly when αd≪1, then

√
αd≫αd. Moreover, other data points

d′ with reasonable gradients are not significantly affected by these stalled points. Hence, we
partition data points into frozen (F ) and active (F ). Frozen errors change negligibly; active
errors evolve as if frozen points don’t exist. The remaining analysis assumes all points are
active.

Theorem 3.7.2 (Ignoring Stalled Points).
Points those sensitivity αd is too small can be ignored. Their error will not degrade quickly
but they do not disturb the other points.

More formally: Partition data points into flat F :={d :αd≤αF } and active A :={d :αd≥
αA}, with αF ≪

(︁
1

ξ D

)︁2
αA and no points between.

(αF ≪αA when in the near-orthogonal regime with ξ=O(1/D)),
Here ∥xd∥2=1 and |xT

dxd′ |≤ξ for d ̸=d′.
Flat points barely move: For every d∈F ,

|∂ed| ≤ 2η
√
αF

(︂√
αF emax(t)⏞ ⏟⏟ ⏞
self-drive

vanishes with αF

+ ξ
√︂

Dαavg E(t)⏞ ⏟⏟ ⏞
cross-coupling

vanishes with
√
αF

)︂

Active points barely feel F : Let ∂ed′ |A be the update ignoring flat points. Then

|∂ed′ − ∂ed′ |A|
|∂ed′ |

≪ 1

Proof.

Key bound. For any pair d, d′, Cauchy–Schwarz on gT
dgd′ gives

|rdd′ | = |(gT
dgd′) (x

T
dxd′)| ≤ ∥gd∥ ∥gd′∥ |xT

dxd′ | =
√
αd αd′ |xT

dxd′ |.

Part 1 (flat points barely move). Fix d∈F .

|∂ed| =
⃓⃓
2η
∑︁

d′ rdd′ ed′
⃓⃓

(per-point dynamics)
≤ 2η

∑︁
d′
√
αd αd′ |xT

dxd′ | |ed′ | (key bound + triangle ineq.)
= 2η

√
αd
∑︁

d′
√
αd′ |xT

dxd′ | |ed′ |⏞ ⏟⏟ ⏞
Φd

. (factor out
√
αd)

Split Φd into self (d′=d) and cross (d′ ̸=d):
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Φd =
√
αd ∥xd∥2⏞ ⏟⏟ ⏞

=1

|ed| +
∑︁

d′ ̸=d

√
αd′ |xT

dxd′ |⏞ ⏟⏟ ⏞
≤ ξ

|ed′ |

≤ √
αF emax(t) + ξ

√︁
Dαavg E(t),

where the second term uses Cauchy–Schwarz:
∑︁

d′
√
αd′ |ed′ | ≤

√︁∑︁
αd′·
√︂∑︁

e2d′ =
√︁
Dαavg E .

Since
√
αd≤

√
αF : |∂ed| ≤ 2η

√
αF Φd ≤ 2η

√
αF

(︁√
αF emax + ξ

√︁
Dαavg E

)︁
.

Part 2 (active points barely feel F ). Fix d′∈A. The perturbation from flat points is⃓⃓
∂ed′ − ∂ed′ |A

⃓⃓
=
⃓⃓
2η
∑︁

d∈F rd′d ed
⃓⃓

(linearity in the sum)

≤ 2η
∑︁

d∈F
√
αd′ αd |xT

d′xd|⏞ ⏟⏟ ⏞
≤ ξ

|ed| (key bound; d ̸=d′)

≤ 2η
√
αd′

√
αF ξ

∑︁
d∈F |ed|. (αd ≤ αF for d∈F )

The self-drive of d′ is |2ηrd′d′ed′ | = 2η αd′ |ed′ |. Dividing perturbation by self-drive:

|perturbation|
|self-drive| ≤

√︂
αF
αd′

ξ
∑︁

d∈F |ed|
|ed′ |

≤
√︂

αF
αA

ξ D emax(t)
|ed′ |

.

Since the self-drive lower-bounds |∂ed′ | in the near-orthogonal regime (cross terms within A
are subdominant), we get |∂ed′−∂ed′ |A|/|∂ed′ | ≪ 1 whenever αF ≪ (1/ξD)2 αA.

17.3 Worst case Weights W and Access z∈RM ′

This section discusses what happens in unlikely worst-case scenarios. These are illustrations
of the theory working, not exceptions to it.

Theorem 3.7.3 (Worst case Weights W). Not a problem.

W=0: To begin, what happens in the unlikely case that the weights are initialized to zero,
W= 0? The pre-f3 values zd =Wxd ∈RM ′

will also be zero. But by assumption, f3
is sensitive everywhere. Hence gd=∇zf3(zd)=∇zf3(0) is a typical gradient. Since all
gd are identical, R= ᾱXTX with ᾱ > 0, so the eigenvalues λi remain positive. The
weights are changed in the first iteration

Wt+1 = Wt−η∇WE = 0−η[∇ZE ]XT ∈ RM ′×M .

This produces a rank-1 update to W, but the first iteration still moves W away from
zero and self-correction begins.

Extreme Window Mismatch: Here is an odd scenario in which W maps data into a
subspace where f3 is insensitive. Specifically, for any fixed weights W, zd=Wxd∈RM ′

sends the signal from the data xd to the pre-f3 values zd. The values of xd∈RM that
are actually considered span D̂ := Rank(X) ≤ min(D,M) dimensions, and hence the
same for zd∈RM ′

. Suppose the window into f3 is wide with M ′>2D̂, so that the full
dimension of z is not touched. To make this bottleneck concrete, split these M ′ hidden

nodes into z= (z(1), z(2)), where z(1) ∈ RD̂ are the values that xd changes and z
(2)
d is

some constant (which may or may not be zero). Normally this is not a problem, but
we are considering adversarial situations.
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We might have assumed that f3 is sensitive to all of its entries zm′ for m′∈ [M ′]. But
really we only assumed that ∥∇zf3(zd)∥2 = αd, which only states that there is some
direction in which we can change zd that will produce this slope. It could well be that
f3 is sensitive to z(2) but constant with respect to z(1). This gives zeros within the first
D̂ rows of gd=∇zf3(zd)∈RM ′

. Following the gradient chain,

G = [gd | d ∈ [D]] ∈ RM ′×D, ∇ZE = 2
∑︁

i e∥iGDiag(vi) ∈ RM ′×D,

∇WE = [∇ZE ],XT ∈ RM ′×M , ∆W = η∇WE , ∆zd = ∆Wxd ∈ RM ′
.

Since gd is zero in the z(1) rows, those rows of W receive no gradient update. Hence,
this first part z(1) does not change during this gradient descent update. In fact, if f3
continues to be insensitive to its first D̂ entries, then these rows of W and of zd will
never change during gradient descent.
The fear, however, is that z(1) is the part of the pre-f3 signal that we care about. Recall

z(1)∈RD̂ are the values that change when we switch from one data point xd to another.
This makes it look like learning never occurs. Luckily, it does.
Let us now focus on the remaining rows. Recall that by hypothesis a very unusual
adversary set up W(2) to be such that z(2)=W(2)xd is the same vector for each data
point d. This is similar to our previous W = 0 case. The very first iteration moves
these rows of W away from this adversarial case and self-correction begins.

These are not counterexamples to Gradient Descent Theorems. In both adversarial
cases above, Theorem 3 guarantees that every iteration, including this first one, reduces
the error geometrically. Because in this first iteration all gd are identical, the system can’t
distinguish between data points and hence treats them all the same. However, the first
gradient update breaks this adversarial symmetry.

17.4 Second-Order Effects

Theorem 3.7.4 (Second-Order Effects).
The second order effects in gradient descent can be bounded if the step size η is sufficiently
small.

Theorem 3 uses the first-order approximation, considering the local slope of f3 but not its
curvature. This section considers the higher-order terms.

∂ed = gT
d ∂zd⏞ ⏟⏟ ⏞

1st order

+ 1
2 ∂z

T
d Hd ∂zd⏞ ⏟⏟ ⏞

2nd order

+O(∥∂zd∥3), (1)

where for simplicity we consider ed=f3(zd)−y∗d instead of E∥i, gd=∇zf3(zd)∈RM ′
is the local

gradient of f3 and αd=∥gd∥2 its squared slope, Hd=∇2
zf3(zd)∈RM ′×M ′

is the Hessian, and
κd=∥Hd∥ is its curvature. The first-order term is O(η) and the second-order term is O(η2).

Comparing their magnitudes: |2nd order|
|1st order| ≲

1
2 ∥Hd∥ ∥∂zd∥2

∥gd∥∥∂zd∥ ≈
1
2 κd (η2αd)

(ηαd)
= 1

2 ηκd. The main
theorems, which consider only the first-order approximation, are therefore correct provided
the step size satisfies η ≪ 1

κd
.
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Bounded Hessian for standard activation networks. For all standard activations used
in deep learning practice, the bounded-Hessian condition holds. Suppose f3 is a deep
network of the form

f3(z) = σL3

(︁
WL3 σL3−1

(︁
WL3−1 · · · WL1+1σL1(z) · · ·

)︁)︁
,

where each σl is applied elementwise.
• Piecewise-linear activations (ReLU, Leaky ReLU, etc.): Hd = 0 within
each linear region (except at the finitely many transition points). Hence the first-
order analysis is exact — the second-order term vanishes identically.

• Smooth saturating activations (sigmoid, tanh, GELU, softplus): These
activations behave like the slowly-growing half of ex: both σ′

l and σ′′
l are globally

bounded. If the weight matrices satisfy ∥Wl∥op≤ω, the chain rule gives ∥Hd∥≤κ
for some constant κ depending on ω, L, and the activation bounds. The condition
η≪1/κ is therefore a mild constraint on the step size.

• Unbounded-curvature activations: High-degree polynomial activations (oc-
casionally used in specialized architectures, e.g. physics-informed networks) can
have unbounded σ′′, and the condition may fail without additional constraints on
the pre-activation range.

17.5 Removing Redundant Rows

Theorem 3.7.6 (Removing Redundant Rows).
A common intuition suggests that overparameterization improves optimization by expanding
the basins of attraction and creating additional paths to global minima. We prove that any
redundant (M>D̂) network is a “shadow” of the non-redundant (M=D̂) case—same training
loss trajectory after quotienting the frozen directions orthogonal to the data span. (This is a
statement about training dynamics, not generalization.)

No Basin Expansion on Training Data: Practice has found that having wider and wider
neural networks (M>D) helps. The standard overparameterization narrative suggests
that such redundancy gives “Basin Expansion,” increasing the “number of paths” to
the global minimum. We show that the additional weights W⊥ orthogonal to the data
span are frozen by GD: they receive no gradient and do not affect training predictions.
The effective search space for the training loss is identical to the M = k case. (Extra
width may still help generalization by providing favorable implicit bias; this section
addresses only training dynamics.)

More Likely Data Independence: Extra width certainly gives more chance for the latter
data representations to be linearly independent. With M ≥ D, having k < D is not
the intention. This extra width is fed into a nonlinear activation layer like sigmoid
whose intention is to mix things up enough to make the data point features be linearly
independent, k =D. (See Theorem 3.6.1.) Our matrix X is defined to be after this
layer. Hence, if k<D, then this intention failed.

Extra Width Does not Change Training Dynamics: This section proves that in this
architecture once the dependencies are fixed, having wider width has no effect on the
training loss trajectory. The reason M>k is useless is that the weight component W⊥
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orthogonal to the data has no effect on the output signal. It does not change during
gradient descent and it does not matter what value it has. We prove this redundant
network N is just a “shadow” of a non-redundant network Ñ. Their iterations are
coupled: the quick convergence of one means the same for the other.

Formal Statement: Given a network N with post-f1 data representation X ∈ RM×D of
rank k and M ≥ k, we define a mirror network Ñ by replacing X with X̃ ∈ Rk×D.
Targets y∗∈RD, f3, and the resulting error do not change. The gradient descent of the
new network mirrors that of the old.

Proof.
Spectral Decomposition of the Data: Compute the SVD of the data matrix X to iden-

tify the “Active” subspace:
X = UΣVT

V∈RD×k: The principal right-singular vectors. These form an orthonormal basis
for the row space of X. (They are the eigenvectors of XTX.)

Σ∈Rk×k: The diagonal matrix of singular values σi. Note that the eigenvalues of
the data matrices are λi=σ2

i .
U∈RM×k: The principal left-singular vectors. These form an orthonormal basis for

the column space (range) of X. (They are the eigenvectors of XXT .)
It is important to distinguish that with k<M :

• UTU=Ik∈Rk×k — U has orthonormal columns.
• However, UUT ∈RM×M projects any vector onto the k-dimensional subspace
spanned by the data and is not the identity matrix.

The “Active” Subspace: The columns of U represent the only directions in the
M -dimensional feature space in which the weights W can actually change the pre-
activations zd.

Decomposition of the Weights W∈RM ′×M :
W∥=WUUT (Active Part): Every row lies in the column space ofU (i.e., in span(X)).

This is the only part that affects the output.
W⊥=W(I−UUT ) (Ghost Part): Every row is orthogonal to span(X), meaningW⊥ xd=

0 for every data point. When multiplied by the data matrix, the ghost part vanishes
entirely:

W⊥X = W(I−UUT )UΣVT = 0,

since (I−UUT )U=U−U(UTU)=U−U=0.
W⊥ is Fixed: At every time step t: W(t) = W∥(t) + W⊥. The gradient is ∇WE =

(∇ZE)XT = (∇ZE)VΣUT . Every row of ∇WE is in the column space of U, so
∇WE·(I−UUT )=0: the gradient has no perpendicular component. Under gradient
descent, W⊥ receives no update and never changes. It is not a problem that it does
not change, because it has no effect anyway.

Mirror Network: The morphism between the redundant network N and the independent
mirror Ñ is as follows. Note that the number of features in the data representation X
decreases from M to k, making these rows linearly independent.
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Component Original N Mirror Ñ Mapping

Data X∈RM×D X̃∈Rk×D X̃=ΣVT , X=UX̃

Features Redundant (M>k) Independent (M=k) SVD removes null rows

Weights W∈RM ′×M W̃∈RM ′×k W∥=W̃UT

Null space W⊥=W(I−UUT ) None W⊥ frozen, no effect

Pre-activations Z=WX Z̃=W̃ X̃ Z= Z̃ (identical)

Error Since Z(t)= Z̃(t), the network’s output and error Ẽ(W̃)=E(W) are the same.

Gradient ∇WE=(∇ZE)XT ∇W̃E=(∇ZE) X̃T ∇WE=∇W̃E ·UT

Eigenvalues λi(XXT ) λi(X̃X̃T ) Identical

Coupled: This morphism between N and Ñ can be set up for time zero. What remains to
complete the induction is to prove that each step of gradient descent maintains it.

Z(t)=W(t)·X (Definition)
=[W∥(t)+W⊥]·X (Decompose)

=W∥(t)·X (Ghost vanishes: W⊥X=0)

=[W̃(t)·UT ]·[UΣVT ] (Mapping and SVD)

=W̃(t)·ΣVT (UTU=Ik)

=W̃(t)·X̃ = Z̃(t) (Definition)

Mirrored Pre-activations:
Mirrored Gradient: Both gradients follow from the standard formula ∇WE=(∇ZE)XT :

∇WE = (∇ZE)XT =(∇ZE)VΣUT

∇W̃E = (∇ZE) X̃T = (∇ZE)VΣ

Comparing: ∇WE = ∇W̃E ·UT (equivalently, ∇W̃E = ∇WE ·U).

W(t+ 1) = W(t)−η∇WE (Gradient descent)

= [W̃(t)UT +W⊥] − η [∇W̃E ·UT ] (Mapping and mirrored gradient)

= [W̃(t)−η∇W̃E ] ·UT + W⊥
= W̃(t+ 1) ·UT + W⊥ (Gradient descent in Ñ)

Induction Step:
Hence by induction, the two networks stay mirrored for all t.

17.6 Ghost Error

Theorem 3.7.7 (Ghost Error Decays).
Simple models of rate-matrix rotation and stochastic gradient descent show that the ghost
error decays to zero.

Proof. While the rate matrix R is approximately constant, Theorem 1.1 shows the non-ghost
error decays, while the k :=D−MM ′-dimensional ghost error persists.
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Rotating the Rate Matrix: As gradient descent proceeds, however, Rt changes, rotating
the definition of the ghost subspace. Each iteration, the non-ghost component under the
current Rt decays. If Rt keeps changing, different amounts of the total error may eventually
decay. Note that different initial weights W0 produce different R0 with different null spaces,
so the ghost error depends on the starting point: different initializations lead to different
valleys with different final error levels.

Phases with Different Rate Matrices: Given any error Ed and a random matrix Rt

with rank deficit k=D−Rank(Rt), Theorem 2.1 shows that the error is partitioned evenly

among the D channels, so the expected amount of ghost error is k
DEd. After Θ

(︂
1

η αmin
log Ed

ϵ

)︂
iterations with this rate matrix, all of its non-ghost error has decayed leaving only k

DEd of

the error. If this is repeated for T such independent phases, the error is down to
(︁
k
D

)︁TEd.
Between Phases: Consider any current error vector e∈RD giving ed :=fW(ad)−y∗d. When
gradient descent updates W, the rate matrix changes from R1 to R2. The error vector et
does not jump; the next step uses et+1 = (I−2ηR2) et with the new rate matrix. What
changes is the decomposition into ghost and non-ghost.
Formally, let P1 and P2 project onto ker(R1) and ker(R2), respectively. The old ghost
component P1e splits: P2P1e remains ghost under R2, while (I−P2)P1e is now non-ghost
and will decay in the next phase. The fraction of ghost error absorbed depends on the angle
between the two null spaces.

Why Rt rotates: Even with fixed f1 and f3, as Wt changes, zd = Wtxd changes, so
gd=∇zf3(zd) rotates (for any nonlinear f3). The only case where R is truly frozen is linear
f3 (where gd is constant).

The catch: Ghost error generates zero gradient, so all null-space rotation is a side effect of
the non-ghost gradient. As non-ghost error decays, this rotation slows (

∑︁∞
t=T ∥∆Wt∥ < ∞),

bounding the total rotation. Whether enough rotation occurs to absorb all ghost error before
the non-ghost gradient vanishes is open (Open Problem 6).

Stochastic Gradient Descent: Stochastic gradient descent adds random noise to the
weight matrix W. This has the positive effect of rotating R but also has the negative effect
of creating more overall error.
Let EGt and ENt be the amounts of ghost and non-ghost error at iteration t. Gradient descent
will run for several iterations, decreasing the non-ghost error from ENt to rENt. Suppose noise
is added to W. Let k′ denote the expected number of channels that switch between ghost
and non-ghost. Of the ghost’s k channels, k′

k EGt of the ghost error will become non-ghost

and similarly k′

D′ rENt of the non-ghost error will become ghost. Let b denote the expected
amount of additional error added by the noise in W. Being random error, it is split evenly
among the D channels. Hence k

D b will be added to the ghost error and D′

D b to the non-ghost.
This gives:

EG,t+1=EGt− k′

k EGt+
k′

D′ rENt+
k
D b

EN,t+1=rENt+
k′

k EGt− k′

D′ rENt+
D′

D b

The total error converges to
(︂

1
1−r+

k2

k′D

)︂
b. When enough channels switch (k′=Θ(k)), ghost

error leaks into non-ghost channels faster than new ghost error arrives, and the non-ghost
component decays (Open Problem 6).
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Part III

Insensitive Activations (Boolean)
(NP-completeness, Algorithm)

Our table of results in Section 3 is split into two columns. Part II handled the left column
showing that gradient descent converges quickly with “Sensitive Activations (Real).” We
now handle the right “Insensitive Activations (Boolean).” The problem is formulated as
follows. We have the data representation xd= f1(ad) produced by the first stages f1 of the
neural network and we will assume that understanding the final stages f3 is not the problem.
Computing the output f3(z

∗) = y∗ from the pre-f3 data representation z∗ ∈ RM is easy as
is inverting it (non-deterministically) finding a z∗ ∈ RM with f3(z

∗) = y∗ for any required
output y∗ ∈ R. The difference from the left column, however, is that there is no gradient.
A small change in z∗ either does not change or completely changes y∗. The task at hand is
to find an optimizing weight matrix W. This could be the decision problem of whether a
zero-error solution exists, minimizing the sum error E problem minW

∑︁
d(f3(Wxd)−y∗d)

2, or
minimizing the max error minW maxd(f3(Wxd)−y∗d)

2.
The rows of the Section 3 table (for this section at least) are determined by the rank of
the data representation X. If the points, represented as xd are linearly independent, solving
for W is simple linear algebra. If dependent, we adjust Blum and Rivest [1992]’s 3-SAT
NP-Complete reduction to fit into our framework. In between, (assuming P ̸=NP ) this same

result translates into a 2Ω(k̂) lower bound when X has rank deficit k̂ = D−D̂. We give a

DO(M ′k̂2) algorithm (polynomial for each fixed k̂, M ′) for the min-max problem.

Theorem 4 (Boolean f3: Rank Phase Transition to Hardness).
1. Linearly Independent: If the data representation X has full rank and for every d

there exists z∗d with f3(z
∗
d)= y∗d, then a weight matrix W achieving zero training error

exists.43

Proof: W = Z∗X+, where X+ = (XTX)−1XT is the pseudoinverse (a left-inverse:
WX=Z∗X+X=Z∗).

2. NP-Completeness: Consider training a neural network with M input nodes, one fully
connected hidden layer to M ′ insensitive sigmoid/threshold nodes, to a single M ′-ary
AND output node. Deciding whether a zero-error W exists for a complicated X is NP-
complete.
(Here D grows with the 3SAT instance size n, M≥ 1

3D, and M ′≥2.)

3. Lower Bound: If the D training points have rank D̂=D−̂k, then under the Exponential

Time Hypothesis, any algorithm requires 2Ω(k̂) time.
4. XP Algorithm: For f3(zd) = f̂3(Threshold(zd)), for an arbitrary f̂3 : {0,1}M

′ → R,
there is an algorithm running in DO(M ′k̂2) time solving minW maxd(f3(zd)−y∗d)

2.

43Not in Range: Consider a sigmoid output f3(z) ∈ [0, 1] and a target y∗ = 5. The error (f3(z)−5)2 is
minimized when f3(z)→ 1, requiring z→∞. The gradient asymptotically approaches zero as the weights
grow; no finite critical point exists. Constraint of Dependence: If xi =

∑︁
j cjxj , then zi =

∑︁
j cjzj , so

f3(zi) is fixed by the other points; if y∗
i does not match, zero error is impossible.
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Figure 3: Blum–Rivest reduction embedded in our framework, with padding and gadget
points.

18 NP-Completeness Reduction

Proof of Theorem 4.2, 4.3 binary-AND.

Overview: We start with the original Blum and Rivest [1992] reduction from an instance
of 3SAT conjectured to require 2Ω(n) time to an instance of network weight training with

M = n, M ′ = 2, and rank deficit k̂=D−D̂=Θ(n). We obtain the 2Ω(k̂) time lower bound
simply by padding the data with independent points increasing D and D̂ together keeping

the rank deficit k̂=D−D̂ and the required time 2Ω(k̂) fixed. To make the result more general
and to challenge the preconception that width helps, we further pad to increase M and M ′

arbitrarily. To obfuscate, we rotate the feature vectors hiding the D̂-dim subspace X within
RM .

NP-Reduction: Blum and Rivest map an n-variable m = n−1 clause instance of 3SAT
to a neural network with n input nodes, one fully connected hidden layer with 2 threshold
nodes, a single fixed AND output node, and D=2n+m+1=3n training points. Note that
D̂=Rank(X)=n= 1

3D, given D=3n data vectors of length n.

Framework fW(a)= f3(W·f1(a)): See Figures 1 and 3.
• Let the fixed f1(a) = X ∈ {0,1}n be the identity map so that our “feature vectors”
X=[f1(ad) |d∈ [D]]⊂Rn are just the training points themselves and M=n.

• W∈R2×n: A matrix of trainable weights.
• Let the fixed f3 : R2→R be two steep sigmoids/thresholds into a binary AND gate. In
order to fulfill Part II’s requirement that f3 possesses local sensitivity, it can be made
to be differentiable with non-zero (though potentially small) gradients.

Proof for the 2Ω(k̂) Lower Bound: By the Exponential Time Hypothesis, our current

Dsat=3n data points, D̂sat=n rank, k̂sat=2n deficit network requires 2Ω(n)=2Ω(k̂sat) time to
solve. As said, we pad the data with Dpad=Dnew−Dsat independent points increasing D and

D̂ together keeping k̂=Dnew−D̂new fixed. This is done by extending the input dimension
from n to n+Dpad and defining the auxiliary points as unit vectors 1j in the new dimensions.
By setting the target labels for these points to y∗=0, we ensure they are trivially satisfied by
setting the corresponding weights to zero. Since these new points are linearly independent
of the original set and each other, the rank increases exactly by Dpad to D̂new=D̂sat+Dpad.

The deficit k̂new=Dnew−D̂new=Dsat−D̂sat= k̂sat remains invariant, and the 2Ω(k̂) hardness
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of the original 3SAT core is preserved within the larger dataset.

Note the time 2Ω(k̂) matches our Theorem 1 independent result for k̂=0 and our Theorem 4.2
NP-complete result for k̂= 2

3D.

Making M Arbitrarily Large: Increase the number of inputs nodes in the neural network
from n to M . Pad the corresponding elements of each training point with zero. These
additional trainable weights going from W ∈R2×n to R2×M have no effect because they are
all multiplied by these zeros.

Making M ′ Arbitrarily Large: To increase the number of trainable weights further from
W ∈ R2×M to RM ′×M , split the two nodes z1 and z2 into {z⟨1,i⟩ | i ∈ [12M

′]} and {z⟨2,i⟩ | i ∈
[12M

′]}. To keep the logic intact, the fixed binary AND gate f3 : R2 → R must evolve to
f3(z)=AND(

∑︁
i∈[ 1

2
M ′] z⟨1,i⟩,

∑︁
i∈[ 1

2
M ′] z⟨2,i⟩).

Rotate X: Though it does not hurt the statement of the theorem, having all of this structure
in the data points is not aesthetically pleasing. We can simply rotate them away. Let
Q ∈ RM×M be an arbitrary rank-M matrix. Replacing the training points/feature vectors
X=[f1(ad) |d∈ [D]] with Q·X and the trained weights W with W·Q−1 has no effect on the
pre-activations z=W·f1(a)=(W·Q−1)·(Q·f1(a)).

19 Increasing the Arity M′ of the AND

While this result formally fits into the framework, it is theoretically unsatisfying: two hidden
nodes need to do all the heavy lifting while the input dimension scales. We now generalize
the binary AND gate to a M ′-ary AND gate with M ′≤ D

4 logD . We do this by “distracting”
the extra hidden nodes with capacity-draining gadgets.

Proof of Theorem 4.2, 4.3, and large M ′. We start with a M ′
sat=2 neural network with Msat

input nodes, M ′
sat = 2-ary & , and Dsat data points. We then scale the number of hidden

nodes to M ′ by introducing M ′−2 capacity-draining gadgets on a disjoint set of Mg input
nodes. Our final neural network will have Mnew=Msat+Mg input nodes, one fully connected
hidden layer withM ′ threshold nodes, a singleM ′-ary AND output node, andDnew=Dsat+Dg

training points.

The Blum–Rivest Gadget: The core difficulty in training this network is “resource con-
tention.” Consider the gadget subspace as a Boolean hypercube {0,1}Mg on Mg of the input
variables, with the other Msat variables set to zero. A single gadget consists of one training
input labeled y∗ = 0 located at a specific corner of this hypercube, and Mg training inputs
labeled y∗=1 located at the corner’s immediate neighbors.
Because the output node is an AND gate, all positive examples require every hidden node
to output 1. Conversely, a negative example requires at least one hidden node to output 0.
Therefore, a single hidden node must use its hyperplane to slice off exactly this y∗=0 corner
without misclassifying the surrounding y∗ = 1 neighbors. We include M ′−2 such disjoint
gadgets to effectively lock the weights of M ′−2 hidden nodes. This leaves exactly M ′

sat=2
hidden nodes free to encode the logic of the 3SAT instance.

Embedding the SAT Instance: Blum and Rivest map an n-variable instance of 3SAT to
the remaining Msat=n input variables using Dsat=O(n) training points. They prove that
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training these remaining 2 nodes to fit the data is equivalent to solving the original 3SAT
instance.

The Capacity Scaling: To ensure the gadgets do not interfere with one another, their
centers must be placed at least a Hamming distance of 3 apart. The Gilbert–Varshamov
bound guarantees we can pack this many centers into the hypercube provided M ′−2≤ 2Mg+1

M2
g

.

Solving for the required gadget dimension gives Mg ≈ log2M
′. The total amount of gadget

training data needed is Dg = (M ′−2)(Mg+1)≈M ′ log2M
′. The total amount of data will

be about the same giving M ′≈ Dnew
logDnew

. All of these new data points are linearly dependent,

making D̂ ≤ (1−o(1))D worse, but this can be restored by adding more linearly independent
points.

20 Algorithm for the k̂=D−D̂ Rank Deficit Problem

Theorem 4.4 (XP Algorithm).
Consider training a neural network taking inputs xd ∈ RM , feeding a fully connected hid-
den layer zd = Wxd ∈ RM ′

, feeding thresholds ẑd = Threshold(zd), into an arbitrary out-

put function f̂3 : {0,1}M ′ → R. There is an algorithm running in DO(M ′k̂2) time solving
minW maxd(f3(Wxd)−y∗d)

2.

Surprisingly, this is polynomial-time for fixed k̂ andM ′ (XP), with the exponent depending on
these parameters but not on the data size D. Non-linearity is managed by enumerating over
the 2M

′
possible thresholds of the k̂ dependent data points. We have no idea of the complexity

of minimizing the error when no zero-error solution exists; it likely is NP-complete even for
k̂=1.

Proof.
Binary Search for Max Error ϵ: We solve ϵ∗ = minW maxd(f3(Wxd)−y∗d)

2 by doing
binary search on the value of ϵ∗. For each trial ϵ, we ask whether there exist weights W such
that ∀d (f3(Wxd)−y∗d)

2≤ϵ.
In contrast, solving minW

∑︁
d(f3(Wxd)−y∗d)

2 seems to be much harder because even if this
point-wise tradeoff were narrowed to deciding for each d, whether to force (f3(Wxd)−y∗d)

2

to be ϵ∗1 or to be ϵ∗2, this still leaves 2
D combinations to try.

D̂ Independent and k̂ Dependent: Order the data points so that the first D̂=Rank(X)
(denoted X1, Z1, and Ẑ1) are linearly independent. And the remaining k̂=D−D̂ (denoted
X2, Z2, and Ẑ2) are dependent on these. We will abuse notation by writing ∀d∈ [D̂] instead
of ∀d∈ [1,D̂] and ∀d∈ [k̂] instead of ∀d∈ [D̂+1,D].

Dependency Matrix: Define C∈ [−D,D]D̂×k̂ by ∀k∈ [k̂]xD̂+k=
∑︁D̂

d=1 cdkxd. This allows
us to drop caring about the data points xd, the weight matrix W, and the relation zd=Wxd.

Instead, we only require that ∀k∈ [k̂] zD̂+k =
∑︁D̂

d=1 cdkzd. We assume each cdk is an integer

in [−D,D].44

44If X has rational entries (as in the Blum–Rivest construction with entries in {0, 1}), the dependency coef-
ficients are rational, computable by Cramer’s rule on the D̂×D̂ subsystem. Clearing the common denominator
gives integers bounded by DO(1).
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Enumerating All Ẑ2: We have DO(M ′k̂2) time. Hence, we cannot consider each of the 2M
′D̂

post-threshold pre-f̂3 vectors Ẑ1∈{0, 1}M ′×D̂ for the D̂ independent data points. However,

because there are only 2M
′k̂ combinations for the k̂ dependent data points, we can and do

enumerate over these. Given the current one Ẑ2∈{0, 1}M ′×k̂, we accept iff
• ∀d∈ [k̂] (f̂3(ẑd)−y∗d)

2≤ϵ (Correct output on the k̂)

• ∃Z1∈RM ′×D̂: (Pre-threshold vectors for the D̂)

– ∀k∈ [k̂] ẑD̂+k=Threshold(
∑︁D̂

d=1 cdkzd) (Correct Dependencies)

– ∀d∈ [D̂] (f3(zd)−y∗d)
2≤ϵ (Correct output on the D̂)

Disentangling the D̂ Vectors zd ∈ RM ′
: Instead of worrying about the ≥ 2D̂ dynamics

between these D̂ vectors, we want to independently find each vector zd∈RM ′
one at a time.

They, however, are linked via the sum
∑︁D̂

d=1 cdkzd∈RM ′
. The standard way to handle this is

using dynamic programming by considering all of the possible sums
∑︁d

d′=1 cd′kzd′ that can be

made from the first d of the D̂ vectors. The problem with this algorithm is that the entries
zm′d are real numbers and this creates too many possible sums to consider. The fix to this
bug is to replace the real numbers with integers.

Replace Reals with Integers: We need not search over zd ∈RM ′
; it suffices to consider

zd ∈ [−L,L]M
′
where L =DO(k̂). The key observation is that the k̂ dependent constraints

and sign constraints define a polyhedron in RD̂ (one copy per row of Z1). At a vertex of this
polyhedron, at most k̂ coordinates per row are non-zero, determined by a ≤ k̂×k̂ system with
integer coefficients from C. By Cramer’s rule, these values are rationals with numerator and

denominator at most DO(k̂). Multiplying by the common denominator preserves all signs and
thresholds, yielding integers in [−L,L].45

State/Subinstance Space: For every d ∈ [0,D̂] and matrix S ∈ [−L′,L′]M
′×k̂ where L′ =

D·L=DO(k̂), let Search(d,S) be a boolean value indicating whether:
• ∃z1 . . . zd∈ [−L,L]M

′
: (Pre-threshold vectors on the 1st d)

– ∀k∈ [k̂] sk=
∑︁d

d′=1 cd′kzd′ (Possible Pre-sums)
– ∀d′∈ [d] (f3(zd′)−y∗d′)

2≤ϵ (Correct output on the 1st d)

Recurrence Relation: This same Search(d,S) can be recursively defined as:
• Base Case: Search(0,S)=true iff S=0.

• ∃S′∈ [−L′,L′]M
′×k̂ ∃zd∈ [−L,L]M

′
: (Pre-sums and pre-threshold vectors on the dth)

– Search(d−1,S′) (Induction hypothesis)
– ∀k∈ [k̂] sk=s′k+cdkzd (Possible Pre-sums)
– (f3(zd)−y∗d)

2≤ϵ (Correct output on the dth)

Conclusion: We accept iff:

• ∃S∈ [−L′,L′]M
′×k̂: (Pre-sums)

– Search(D̂,S) (Induction Conclusion)

45Proof obligation: The vertex-sparsity claim (“at most k̂ coordinates per row are non-zero”) and the

coefficient bound DO(k̂) require careful justification. Threshold patterns impose strict sign constraints whose
closures may have different vertex structure; coefficient magnitudes for general rational X can grow exponen-

tially with basis dimension. The bound L = DO(k̂) is valid for the Blum–Rivest construction (binary entries),
but a general-input version requires explicit bit-complexity analysis. See Section 22.
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– ∀k∈ [k̂] ẑD̂+k=Threshold(sk) (Correct Dependencies)

Running Time: We enumerate over 2M
′k̂ matrices Ẑ2∈{0, 1}M ′×k̂. For each, the number

of states/sub-instances Search(d,S) is D̂×(2L′+1)M
′k̂ =DO(M ′k̂2) because L′ =DO(k̂). For

each, we try each zd ∈ [−L,L]M
′
, computing S′=S−Cdzd and looking up Search(d−1,S′).

For a total time of DO(M ′k̂2).

Output: The Z1 ∈ [−L,L]M
′×D̂ for the solution can be recovered by backtracking. The

weight matrix W can be found by solving the linear program with sign constraints ∀d ∈
[D], ∀m′ ∈ [M ′] : Threshold(wT

m′xd) = ẑm′,d. The DP guarantees that such a feasible point
exists.

21 Discussion

Implications for Transfer Learning. Our theoretical setup—training the weights W of
a final layer while keeping the feature map f1(a) fixed—closely mirrors the modern practice
of Transfer Learning and Linear Probing [Arora et al., 2019, Jacot et al., 2018].
• The Role of Depth (f1): Deep pre-training maps raw data into a high-dimensional
feature space where the representations xd are linearly independent.

• The Role of Width (M≥D): Once a sufficiently wide feature space is found, every
critical point is a global minimum (Theorem 1.1), and gradient descent preserves full rank
of R with probability one. Whether the trajectory actually reaches zero error depends on
the spectral floor along the trajectory (see Section 22). Without sufficient width, training
can become NP-complete (Part III).

Scope and Limitations. Our main theorems hold f1 and f3 fixed while training W—a
simplification shared with lazy/NTK analyses. As W changes, the pre-activations Zt=WtX
change, and hence Rt changes. We prove (Reversed-Order Rank Corollary, Section 16) that
for random f3, the set of pre-activations Z where R loses rank is a measure-zero analytic
subvariety. Thus, the gradient-descent trajectory generically maintains full rank of Rt at
every iteration. However, the trajectory can approach this bad set, making λ+

min small and
convergence slow—this is consistent with the rate drops observed in our simulations (Sec-
tion 12). Composing the one-step guarantee et+1=(I−2ηRt)et across many iterations with
varying Rt remains an open problem.

Consistency with NP-Completeness. One might worry that the “no traps” results
contradict the NP-completeness of training. They do not. The NP reduction (Part III) uses
f3 = AND(Threshold(zd)) with Rank(X) = D̂ = D/3, which violates all three “no traps”
conditions (non-random f3, MM ′ < D, αd = 0 at hard thresholds). Moreover, different
valleys of the NP landscape correspond to different W, which produce different Z and hence
different R—each valley has its own ghost subspace and its own frozen error. The ghost error
being “fixed” holds for a single R; different local minima have different R matrices and can
therefore have different error levels.
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22 Open Problems

1. The Central Open Question: Spectral Floor Along Training. Rank preserva-
tion (Section 7) proves that λ+

min(Rt) > 0 at every finite iterate, but does not prevent
inft λ

+
min(Rt) = 0. The boundary example (Section 9) shows this failure mode is real. A

convergence guarantee requires proving that λ+
min(Rt) stays bounded away from zero —

or at least that
∑︁

t λ
+
min(Rt) = ∞ — along the actual GD trajectory under specified ar-

chitecture, data, initialization, and step-size conditions. One established route is kernel
stability: prove λmin(R0) ≥ µ > 0 and ∥Rt −R0∥op ≤ µ/2 throughout training, giving
Rt ⪰ (µ/2)I. This requires independently proved derivative and parameter-movement
estimates, closed by a valid bootstrap — not by assuming the desired convergence. This
is the single most important open problem in the paper.

2. Time-Varying f1, f3, and R. Unlike Part I, Part II assumes f1 and f3 are fixed
in order to make the rate matrix Rt easier to understand. Saying more when gradient
descent learns these is an open problem. Some of our results like Edt=

∏︁
t′(1−4ηαdt′)Ed0

cleanly express the effect of a changing sensitivity αdt. For other results like Theorem
3.4 (Managed Noise) we do not really understand how a changing sensitivity affects
things. In particular, composing one-step bounds et+1 = (I−2ηRt)et across many
iterations with varying eigenstructure and proving that per-point rates stay close to
our predictions remains open. Our model allows f1 and f3 to contain transformers, but
learning their parameters is beyond the current analysis.

3. Tightening the Managed-Noise Bound. The managed-noise lemma (Section 14)
requires a coupling constant ρ with ρᾱ < αmin. The scales D/M and D/(MM ′) are
candidate values motivated by random-matrix heuristics, but deriving a suitable ρ
rigorously from the random-network model — even at initialization — is open. Is
the ratio ᾱ/αmin tight, or is it an artifact of the Cauchy–Schwarz step in the proof?

4. Minimization in the Unrealizable Regime. Our 2Ω(k̂) lower and DO(M ′k̂2) upper
bounds on the time for minW maxd(f3(zd)−y∗d)2 could be tightened. More importantly,
the complexity of minW

∑︁
d(f3(zd)−y∗d)

2 is completely open. Our upper bound avoids

this difficulty because it requires each of the D̂ independent data points to match their
target labels y∗d within a fixed ϵ. Any algorithm minimizing the sum must negotiate

trade-offs across these points, likely forcing an enumeration over 2Ω(D̂) possible output
combinations to identify the global optimum. We conjecture that global error mini-
mization may be NP-complete even for a rank deficit of k̂=1.

5. Marchenko–Pastur Law for R. We conjecture that the eigenvalue spread of R
satisfies CV(λ) ≈

√︁
D/(MM ′), mirroring the Marchenko–Pastur law for XTX. This

is supported by simulations but a proof would pin down λ+
min and thereby the precise

convergence rate.
6. SGD and Ghost Absorption. Do the simple models in Theorem 3.7.7 accurately

capture how rate-matrix rotation and stochastic gradient descent cause the ghost error
to decay to zero? Stochastic gradient descent perturbsWt at each step, which can rotate
Rt and its null space. Any resulting increase in non-ghost error decays exponentially
(at rate ≥ αmin), while ghost error absorbed into non-ghost channels is permanently
reduced. Does SGD converge to zero total error in the underparameterized regime?
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23 Conclusion

The whole paper follows one piece of algebra, R = (GTG)⊙ (XTX), through four regimes.
Wide networks (M ≥ D, random f1): X has full rank, and every critical point is a global
minimum (Theorem 1.1). Overparameterized networks (MM ′ ≥ D, random f1 and f3,
smooth analytic activations): it is R, not X, that needs full rank; gradient descent avoids the
measure-zero bad set B with probability one (Theorem 1.2). Under the additional coupling
and constant-sensitivity hypotheses of the managed-noise lemma, the collective gradient-flow
error decays exponentially. Underparameterized networks (MM ′ < D): the non-ghost
error still decays under the same conditions, but k = D−Rank(R) dimensions of ghost error
are frozen under a fixed R (Theorem 1.3). NP-complete: push the sensitivity αd to zero
and the same rank deficit, now measured on the data as k̂ = D − Rank(X), makes exact
fitting NP-complete, with a matching XP algorithm for fixed k̂ and M ′ (Theorem 4).
We have tried to keep honest the line between what is proved outright (the Hadamard identity,
the spectral decomposition, the counterexample, the redundant-row result), what is proved
under explicit conditions (the managed-noise gradient-flow lemma), and what remains con-
jectured (per-point rate persistence, eigenvalue distribution, ghost absorption).

Proved outright. The Hadamard factorization of the rate matrix; topological rank preser-
vation of R, i.e. that B is a measure-zero analytic subvariety a random trajectory does not
cross (Section 16); the per-point initial rate αd = ∥gd∥2 (Theorem 3.1.1); the spectral de-
composition of one step of gradient descent for a fixed R; the engineering bound turning a
small gradient norm into a small per-point error (Theorem 1.4); and, at the other extreme,

NP-completeness of exact fitting together with a DO(M ′k̂2) XP algorithm (Theorem 4.2, 4).

Proved under stated conditions. Under gradient flow, constant positive sensitivities, and
the coupling inequality |ξd(t)| ≤

√︁
ραdS(t) throughout the stated interval, the sensitivity-

weighted error satisfies S(t) ≤ S(0)e−4γt, with γ = (1−
√︁
ρᾱ/αmin)αmin > 0. Each residual

obeys a pointwise upper envelope. This does not establish an exact individual rate or a
finite-step GD guarantee. Deriving a suitable coupling constant ρ from the random-network
model remains a separate proof obligation, including at initialization.

Conjectured. ThatR’s eigenvalues obey a Marchenko–Pastur-type law, CV(λ) ≈
√︁
D/(MM ′)

(Conjecture C1, Section 22); that the per-point rate αd keeps governing the decay as Rt

evolves over many iterations, rather than drifting toward λ+
min (Conjecture C2, already flagged

in the introduction); and that stochastic gradient descent absorbs ghost error by rotating Rt’s
null space (Conjecture C3, Item 6 of Section 22). All three are supported by simulation; none
is proved.
The boundary example of Section 9 shows why these conjectures earn their name rather than
being bookkeeping. It exhibits a full-rank R and positive αd at every finite iterate, and
gradient descent still converges to a strict, suboptimal local minimum — exactly the failure
C1–C3 are conjectured to rule out once width and randomness are restored. It lives precisely
where our hypotheses fail (MM ′ = D, non-random f3, M = 1), which is the point: rank
preservation closes off one failure mode, not all of them, and says nothing about how small
λ+
min becomes along the way.

Stand back, and the sensitivity αd, the rank deficit k = D−Rank(R), and the data’s own rank
deficit k̂ = D−Rank(X) are three faucets, not one switch. Open them — large α, k = k̂ = 0
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— and training is fast (every critical point is a global minimum, rank is preserved, and the
managed-noise bound gives conditional gradient-flow decay). Close them and training is,
in the worst case, NP-complete. Nothing about the problem changes character at a sharp
threshold; it is the values of these three quantities, turned smoothly, that decide which world
a given instance of gradient descent lives in.
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